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Abstract

Heywood cases, or negative variance estimates, are a common occurrence in factor analysis and latent
variable structural equation models. Though they have several potential causes, structural misspecification
is among the most important. This paper provides several ways to test whether a negative error variance is a
symptom of structural misspecification. In a Monte Carlo simulation we find that signed root tests and tests
based on the sandwich and the empirical bootstrap variance estimators perform best in detecting negative
error variances and outperform tests based on the information matrix or Satorra-Bentler formulae.

Keywords: factor analysis, Heywood case, negative error variances, sandwich estimator, signed root,
specification tests, structural equation models



Testing Negative Error Variances:
Is a Heywood Case a Symptom of Misspecification?

1 Introduction

“Heywood cases”, that is, negative estimates of variances1 or correlation estimates greater than one in absolute
value are common in factor analysis and structural equation models. Given the impossibility of these values
in the population, researchers need to determine the reason for their occurrence. There is not a single cause of
Heywood cases. Diagnostics must isolate their source. Among these causes are outliers (Bollen 1987), non-
convergence, underidentification (Van Driel 1978, Boomsma & Hoogland 2001), empirical underidentification
(Rindskopf 1984), structurally misspecified models (Van Driel 1978, Dillon, Kumar & Mulani 1987, Sato 1987,
Bollen 1989) or sampling fluctuations (Van Driel 1978, Boomsma 1983, Anderson & Gerbing 1984). There
are outlier and influential case diagnostics for SEMs and factor analysis (Arbuckle 1997, Bollen 1987, Bollen
& Arminger 1991, Cadigan 1995) and these provide means to explore whether such cases are contributing to
negative error variance estimates. Similarly, there are ways to detect nonconvergence, underidentification, and
empirical underidentification. If none of these is the source of the improper solution, then sampling fluctuations
or structural misspecification are the most likely remaining candidates. If after eliminating the other determi-
nants a researcher can eliminate sampling fluctuations as the cause of improper solutions, then the evidence
favors structural misspecification as the reason. And finding such would encourage the researcher to investigate
possible flaws in the model specification. To do this, requires that we have tests of whether sampling error is
the source of negative error variance estimates.

Van Driel (1978) suggested that researchers form confidence intervals from the maximum likelihood esti-
mated asymptotic standard errors of the negative disturbance or error variance estimate and determine whether
the interval includes zero. If it does, then this is evidence that the population variance is positive but near zero
and that the negative estimate is due to chance. Similarly, Chen, Bollen, Paxton, Curran & Kirby (2001) rec-
ommend such confidence intervals along with z-tests and the likelihood ratio, Lagrange multiplier, and Wald
tests where the latter apply to asymptotic tests of single or multiple negative error variance estimates. Chen
et al. (2001), however, caution that some of these tests might not be fully accurate in samples with improper
solutions. For instance, they found that the confidence intervals, z-tests, Wald tests, and Lagrangian multiplier
tests reject the null hypothesis too infrequently when the population error variance is set to zero. The likelihood
ratio test rejects too frequently, but seems to perform the best (Chen et al. 2001, pp. 498–499).

One possibility to avoid Heywood cases is to restrict the range of estimates to be [0,+∞). There are
however major problems with statistical inference, in particular, with regularity conditions for maximum like-
lihood requiring the true values to be in the interior of parameter space. If estimates are at the boundary
(e.g., the variance of an error term is equal to zero), the estimates and statistical tests behave in unusual ways
(Chernoff 1954, Andrews 1999, Andrews 2001). In SEM, the topic was raised by Shapiro (1985, 1988), but
his results do not appear to be widely recognized, most likely due to their highly technical presentation. The
interest in the topic has been renewed recently in Stoel, Garre, Dolan & van den Wittenboer (2006) and Savalei
& Kolenikov (2008) who reviewed estimation with and without the constraints such as requiring the param-
eters to have estimates in their “proper” ranges. The latter paper demonstrates that unconstrained estimation
results in simpler asymptotic distributions and has greater power in detecting structural misspecification related
to negative error variance estimates, which is of direct relevance for this paper.

1 The original paper (Heywood 1931) considers specific parameterizations of factor analytic models, in which some parameters
necessary to describe the correlation matrices were greater than 1. Those parameters however did not have interpretation of correlations,
and the resulting matrices were proper positive definite matrices.
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Our paper has three major purposes that address testing negative error variances as a symptom of structural
misspecification. First, we will explain the problems that can exist with the conventional test statistics in analy-
ses with negative error variances. Second, we will recommend tests for Heywood cases that are asymptotically
robust. Third, we will present a simulation experiment that looks at the robustness of the conventional test
statistics and will examine the performance of the alternative tests that we propose.

The rest of the paper is organized as follows. In Section 2, we present the statistical model, estimators,
various forms of the standard errors for statistical inference, and the most popular tests. Section 3 discusses
several available tests of whether a Heywood case is likely to be due to structural misspecifications. After
this, we give the results of our simulations in Section 4. Section 5 presents an empirical example showing
implementation of the test. Discussion of what we have learned in our analysis, what other approaches exist,
and summary of our recommendations concludes the paper.

2 Statistical Model and Estimator

Factor analysis and latent variable structural equation models are the two applications in which negative error
variances are most discussed. Both of these models are part of what are called Structural Equation Models
(SEMs).

2.1 Model and assumptions

In this section, we present the latent variable structural equation model using a modified version of Jöreskog
(1978) LISREL notation2 that includes intercept terms. The latent variable model is:

η = αη +Bη + Γξ + ζ (1)

The η vector is m × 1 and contains the m latent endogenous variables. The intercept terms are in the m × 1
vector ofαη. The m×m coefficient matrixB gives the effect of the η’s on each other. The n latent exogenous
variables are in the n × 1 vector ξ. The m × n coefficient matrix Γ contains the coefficients for ξ’s impact
on the η’s. An m × 1 vector ζ contains the disturbances for each latent endogenous variable. We assume that
E(ζ) = 0, COV (ζ′, ξ) = 0, and for now we assume that the disturbance for each equation is homoscedastic
and uncorrelated across cases although the variances of ζ’s from different equations can differ and these ζ’s
can correlate across equations.3 The m ×m covariance matrix Σζ has the variances of the ζs down the main
diagonal and the across equation covariances of the ζs in the off-diagonal. The n× n covariance matrix of ξ is
Σξ.

The measurement model is:

y = αy + Λyη + ε (2)

x = αx + Λxξ + δ (3)

The p× 1 vector y contains the indicators of the η’s. The p×m coefficient matrix Λy (the “factor loadings”)
give the impact of the η’s on the y’s. The unique factors or “errors” are in the p × 1 vector ε. We assume
that E(ε) = 0 and COV[ηε′] = 0. The covariance matrix for the ε is Σε. There are analogous definitions and
assumptions for measurement equation (3) for the q × 1 vector x. We assume that ζ, ε, and δ are uncorrelated
with ξ and in most models these disturbances and errors are assumed to be uncorrelated among themselves,

2 The notation differs in that intercept terms are represented byα’s and population covariance matrices are named with Σ. Subscripts
of these basic symbols make clear the variables to which they refer.

3 For the 2SLS estimator with heteroscedasticity in latent variable models see Bollen (1996b).
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though the latter assumption is not essential. We also assume that the errors are homoscedastic and uncorrelated
across cases.

Researchers use equations (1), (2), and (3) to capture the relations that they hypothesize among the la-
tent and observed variables by placing restrictions on the intercepts, coefficients, variances, or covariances.
Each specified model implies a particular structure to the mean vector and covariance matrix of the observed
variables:

µ(θ) = E

(
y

x

)
=

(
αy +M(αη + Γµξ)

αx + Λxµξ,

)
, (4)

Σ(θ) = COV

(
y

x

)
=

(
M(ΓΣξΓ′ + Ση)M ′ + Σε MΓΣξΛ′x

ΛxΣξΛ′x + Σδ

)
, M = Λy(I −B)−1 (5)

These assumptions are represented in the null hypothesis of:

H0 : Σ = Σ(θ) (6)

µ = µ(θ)

where Σ is the population covariance matrix of the observed variables and µ is the mean vector of the observed
variables, z′ = (y′,x′), θ is a vector that contains all the intercepts, coefficients, variances, and covariances in
the model to estimate, and Σ(θ) and µ(θ) are the model implied covariance matrix and implied mean vector
that are functions of the parameters in θ. We assume that the parameters in θ are identified (Bollen 1989, Ch.
8).

2.2 Maximum likelihood estimator and LRT

The full information maximum likelihood (FIML) estimator4, also shorthanded as ML estimator or MLE, is the
most widely used estimator of θ. The classic derivation of the FIML assumes that the observed variables come
from multivariate normal distributions, though it maintains many of its desirable properties under less restrictive
assumptions (Browne 1984, Satorra 1990). The maximum likelihood estimates are found by maximization of
the log-likelihood

θ̂ = arg max l(θ, Z),

l(θ, Z) =
N∑
i=1

[
−p+ q

2
ln 2π − 1

2
ln |Σ(θ)| − 1

2
(zi − µ(θ))′Σ−1(θ)(zi − µ(θ))

]
=− (p+ q)N

2
ln 2π − N

2
ln |Σ(θ)| − N

2
tr Σ−1(θ)S (7)

where S is the maximum likelihood estimate of covariance matrix, and the means µ(θ) are not modeled for
covariance structure analysis. The SEM literature usually works with the equivalent problem of minimizing the
goodness-of-fit criteria. The FIML objective function FFIML

(
Σ(θ), S

)
is the likelihood ratio test against an

unstructured mean-and-covariance structure model normalized per observation:

FFIML

(
Σ(θ), S

)
= ln |Σ(θ)|+ tr[SΣ−1(θ)] + [z̄ − µ(θ)]′Σ−1(θ)[z̄ − µ(θ)]

− ln |S|− (p+ q) (8)

4 We use FIML in the traditional sense of a system wide, simultaneous estimator of all equations in the system. Some authors in
the SEM literature have started to use FIML to refer to the usual ML when applied to missing data. This new use is unfortunate in that
there is a long tradition of using FIML to refer to system estimators.
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where S is the sample covariance matrix of the observed variables, z̄ is the vector of the observed variable
sample means, and other symbols are already defined. The value of θ̂ that minimizes FFIML

(
Σ(θ), S

)
is the

FIML estimator. The moment structure hypothesis in (6) is tested by forming

T = NFFIML[θ̂] (9)

whereN is the sample size5, and then under the null hypothesis T asymptotically follows a χ2 distribution with
degrees of freedom equal to r = 1

2(p+ q)(p+ q + 3)− t where t is the number of distinct parameters in θ. In
addition, when one model is nested within another the difference in the test statistics for the two nested models
forms an asymptotic chi square statistic to test whether the most restricted of the two model fits as well as the
less restrictive one.

2.3 Asymptotic standard errors

There are several ways to estimate the standard errors associated with the FIML estimator based on (8). The
standard likelihood theory (van der Vaart 1998) provides that the asymptotic variance-covariance matrix of θ̂ is
the inverse of the information matrix I:

√
n(θ̂ − θ0) d−→ N(0, I−1) (10)

In turn, the latter must be estimated, either by the observed information matrix

Io = −1
2
∂2FFIML

(
Σ(θ), S

)
∂θ∂θ′

(11)

or the expected information matrix,

Ie = −1
2 E

∂2FFIML

(
Σ(θ), S

)
∂θ∂θ′

(12)

evaluated at θ̂. Researchers use these asymptotic standard errors for significance tests about individual param-
eters. In addition, the estimated asymptotic covariance matrix enables Wald tests on hypotheses about multiple
parameters (Buse 1982, van der Vaart 1998).

We would like to highlight two sets of assumptions underlying (10) and necessary for validity of both the
standard errors based on (11) and (12), and the χ2 test of (9). On the one hand, a strong assumption being made
is that of multivariate normality, which can be relaxed to no excess multivariate kurtosis of the observed data.
On the other hand, another strong assumption is the correct specification of the model structure. Corrections
for the standard errors are available for both situations.

2.4 Distributional misspecification and Satorra-Bentler corrections

The violation of the distributional assumptions has a long history in the SEM literature, beginning with Browne
(1984), and further developed by Satorra (1990, 1992) and Satorra & Bentler (1990, 1994). The Satorra-Bentler
standard errors are derived in the context of the minimization problem:

F (Σ(θ), S, VN )=
(
s− σ(θ)

)′
VN
(
s− σ(θ)

)
(13)

leading to the estimating equations
VN
(
s− σ(θ)

)
= 0 (14)

5 Sometimes, N − 1 is used as a multiplier, which is asymptotically equivalent to (9).
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Here s = vechS, σ(θ) = vech Σ(θ) are the non-redundant elements of the two covariance matrices, and vech
is vectorization operator (Magnus & Neudecker 1999). It has been shown that with special forms of the weight
matrix VN , the estimates are asymptotically equivalent to FIML estimates, and with an optimal choice of VN ,
asymptotically efficient (Browne 1984, Satorra & Bentler 1994, Yuan & Bentler 1997, Yuan & Bentler 2007).
The Satorra-Bentler standard errors are

âcov(θ̂) = (N − 1)−1
(
∆̂′VN∆̂

)−1∆̂′VNΩNVN∆̂
(
∆̂′VN∆̂

)−1 (15)

where VN is the weighting matrix, as in (13), ∆̂ = ∂σ/∂θ is the Jacobian of the structural model evaluated at
θ̂, and ΩN is an estimator of asymptotic variance of the sample moments6:

√
N(s− σ(θ)) d−→ N(σ∗,Ω∗) (16)

where the limiting moment vector σ∗ is 0 for the models with correctly specified structure, but will not be
zero in misspecified models. A popular choice of the estimator of Ω∗ is equation (16.12) of Satorra & Bentler
(1994), the empirical matrix of the fourth order moments of vechS:

Ω̂N =
1

N − 1

∑
i

(bi − b̄)(bi − b̄)′

bi = vech(yi − ȳ)(yi − ȳ)′ (17)

When the observed variables come from a distribution with excess kurtosis and the asymptotic robustness
conditions are not met, the (quasi-)likelihood ratio test statistic (9) loses its pivotal χ2 form and becomes a
mixture of χ2:

T
d−→

r∑
j=1

αjXj , Xj ∼ i.i.d.χ2
1 (18)

and αj are eigenvalues of the matrix U0Ω with

U0 = V − V∆(∆′V∆)−1∆′V (19)

Satorra & Bentler (1994) proposed to use the scaled statistic

Tsc =
T

ĉ
, ĉ =

1
r

tr[Û0Ω̂N ] (20)

referred to χ2
r , and adjusted statistic

Tadj =
d̂

ĉ
T d̂ =

(tr[Û0Ω̂])2

tr[(Û0Ω̂N )2]
(21)

referred to χ2
d̂

where the degrees of freedom d̂ might be a non-integer number. Here Û0 is (19 evaluated at θ̂.
These are standard tests implemented in most SEM software packages.

2.5 Structural misspecification and Huber standard errors

The Satorra-Bentler standard errors, often referred to as “robust” standard errors, have been extensively used in
applied work in the last 15–20 years to correct for violations of excess kurtosis. However, little work was done
to study the robustness of the FIML estimates and associated standard errors (10) or (15) when the structure of
the model, as opposed to the distribution of the observed variables, is not specified correctly.

6 The original notation for this matrix in Satorra & Bentler (1994) is Γ; however this symbol has already been used to denote the
regression coefficients in SEM.
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The earliest and the most general work on misspecified models dates back to Huber (1967) who showed
consistency and asymptotic normality of the quasi-MLEs when the distribution of the data is different from
the assumed model. Similar treatment was given in econometrics by White (1982) who used somewhat milder
(and easier to check) regularity conditions of the smoothness of the objective function. The specification of the
multivariate normal structural equation model given by (5) and (7) might be incorrect in that the distribution of
the data is not multivariate normal, or that an incorrect covariance structure is being fit to data.

Suppose the i.i.d. data Zi, i = 1, . . . , N come from unknown distribution, and the estimates are derived as
the solutions of estimating equations

Ψ(θ;Z) ≡ 1
N

N∑
i=1

ψ(θ;Zi) = 0 (22)

where ψ(θ, Z) are observation level contributions. Often, the vector of estimating equations Ψ(·) in (22) is the
gradient of objective function

Q(θ;Z) =
1
N

N∑
i=1

q(θ;Zi)→ max
θ

(23)

where q(·) are observation level contributions. Score equations from maximum likelihood procedures are the
most typical example in SEM. There, the likelihood (7) is indeed the sum of individual level terms

qML(θ;Zi) = −p+ q

2
ln 2π − 1

2
ln |Σ(θ)| − 1

2
(zi − µ(θ))′Σ−1(θ)(zi − µ(θ))

Moments conditions (14) are another example, in which case the objective function is comprised of

qWLS(θ;Zi) =
(
vech

[
(zi − z̄)(zi − z̄)′

]
− σ(θ)

)′
VN
(
vech

[
(zi − z̄)(zi − z̄)′

]
− σ(θ)

)
assuming that only the covariance structure is modeled.

The estimating equations can also be obtained from other considerations, such as the moment conditions
for instrumental variable 2SLS estimation methods in Bollen (1996a, 1996b).

The estimates obtained from (22) or (23) are referred to as M -estimates, after Huber (1974). Under cer-
tain regularity conditions given in the aforementioned papers7, the estimators θ̂N obtained by solving (22) or
maximizing (23) exist, are unique, consistent, and asymptotically normal:

√
N(θ̂N − θ0) d−→ N

(
0, A−1BA−T

)
,

A = EDΨ(θ0, Z), B = E Ψ(θ0, Z)Ψ(θ0, Z)T (24)

where DΨ(θ, Z) is the matrix of derivatives,
(
DΨ(θ, Z)

)
ij

= ∂
∂θj

Ψi(θ, Z), θ0 is the value that solves the

population equivalent of (22) or (23), and A−T is the transposed inverse of the matrix A. In the FIML problem,
A is the matrix of second derivatives, and B is the matrix of the outer product of gradients. The expression
for the variance of the estimator is known as the information sandwich. The expression is very general, and
special forms of it have been derived in the structural equation modeling literature (Browne 1984, Arminger
& Schoenberg 1989, Satorra 1990, Satorra & Bentler 1994, Yuan & Hayashi 2006), econometrics (Eicker
1967, White 1980, West & Newey 1987), survey statistics (Binder 1983, Skinner 1989), and in other contexts.

7 Those regularity conditions include measurability of the objective function over the space of X and sufficient smoothness with
respect to θ, boundedness of the objective function, local compactness of the space of θ, uniqueness and sufficient separation of
population maximum at the interior of the parameter space. The sets of regularity conditions might vary; e.g., Huber (1967) provides
minimal conditions that do not require differentiability of the Ψ(); on the other hand, White (1982) analyzes the misspecification
problems under somewhat simpler conditions that involve differentiable functions, and shows sufficiency of his conditions for those of
Huber (1967).
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For a review of the history and applications of the sandwich estimator, see Hardin (2003). The equation (24) is
obtained through multivariate delta-method (Amemiya 1985, Ferguson 1996, van der Vaart 1998), and the com-
ponents of the typical delta-method formula are easily seen: the matrix B gives the variance of the “original”
asymptotically normal expressions (22), and the matrix A is the derivative of the transformation.

In the context of M -estimation, the parameters are treated formally as unknowns in the nonlinear model.
The interpretation of parameters is left to the researcher, who might view them as variances, regression slopes,
etc., but there is nothing in the mathematical formulation of the maximization problem, and the way the prob-
lem is set up, that binds the researcher for particular ranges of values for those parameters. Negative variances,
though not making substantive sense, would still constitute valid parameter estimates that optimize a certain
objective function (in the sample or in the population), and valid (Wald type) tests can be constructed for them
based on the asymptotic covariance matrix given by (24). Note that while in properly structurally specified
models all consistent methods converge to the same population values of the parameters, in misspecified mod-
els, different objective functions such as FIML or WLS may give rise to different values of θ that minimize
their respective objective functions in population. Thus different estimation methods might be converging to
different values. We confine our attention to FIML estimator in this paper.

The arguments leading to (24) are asymptotic in their nature, and it has been shown that the finite sample
performance of the sandwich estimator may be disappointing. Carroll, Wang, Simpson, Stromberg & Ruppert
(1998) and Kauermann & Carroll (2001) argue that this small sample performance is the price one has to pay
for its consistency, as it is typical in robust statistics to compromise efficiency for robustness. They show that
the estimator is more variable than the naı̈ve variance estimator (the inverse of the Fisher information matrix),
and hence the coverage of the confidence intervals based on this estimator is below the nominal levels. They
also propose corrections improving the performance of the estimator in the linear regression context.

The asymptotic variance (24) requires the first derivatives of the estimating equations, or the first and the
second derivatives of the objective function. The necessary derivatives can be obtained analytically (Neudecker
& Satorra 1991, Yuan & Hayashi 2006) or by numeric differentiation. While the aforementioned papers provide
the analytical expressions in their utmost generality, no SEM software currently supports these standard errors.
The necessary components, however, are easily available as a by-product of gradient-based optimization proce-
dures in other general purpose statistical packages such as Stata or R, implemented as robust command and
sandwich package, respectively. Appendix A provides some details of such implementation, and reviews the
associated numerical issues. In our approach, and also in the GLLAMM approach (Rabe-Hesketh, Skrondal
& Pickles 2004, Skrondal & Rabe-Hesketh 2004, Rabe-Hesketh & Skrondal 2005), the expressions in (24) are
estimated directly, with the expectations replaced by sample means of the estimating equation derivatives and
outer products that are automatically produced by Stata software during optimization steps. As the theoretical
expectations are replaced by the empirical ones, we shall refer to this estimator as empirical sandwich estimator.

A colloquial term “robust” is often applied to various versions of the sandwich estimator, but in fact this
term is rather unfortunate. First, the resulting estimator is not robust in terms of technical definitions of ro-
bustness (Huber 1974). Its components are linear in the likelihood scores and second derivatives, and thus do
not possess bounded influence functions. They can be unstable in the presence of multivariate outliers. For
an example of implementation of robust procedures in structural equation modeling, see Moustaki & Victoria-
Feser (2006). Second, different versions of the sandwich estimator deal with different violations of the original
model assumptions. In the linear regression context where the sandwich-type estimators are best studied,
the heteroskedasticity-robust variance estimator of Eicker (1967) and White (1980) will be inconsistent un-
der serial or cluster correlations of observations, although both misspecifications can be corrected (West &
Newey 1987, White 1996). Likewise, we show that Satorra-Bentler standard errors derived to correct for viola-
tion of distributional assumptions under correct structural model specification are inconsistent under structural
misspecification). Third, in finite samples, the sandwich estimator may not lead to very good estimates of the
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standard errors. Our simulations, presented in the next section, demonstrate these issues.
If the model is structurally misspecified, (13) is not minimized to zero in the population. The χ2 non-

centrality is then the value of (13), say F0, as minimized in the population, and the χ2 test statistics T =
NF (·) p−→ ∞ as N → ∞. An approximate distribution is the non-central χ2 with degrees of freedom and
non-centrality NF0.

Another consequence of structural misspecification is that the estimating equations (14) cannot be solved,
so the mean vector σ∗ of the moment conditions (16) is not centered at zero in the population, which is the
assumption Satorra-Bentler variance estimator makes. Because of this, Satorra-Bentler estimator that uses the
matrix of the fourth moments (17) is biased downwards. In general, the term ΩN in (15) should be estimating

E
[
(s− σ(θ))(s− σ(θ))′

]
= σ∗σ

′
∗ + Ω∗

The estimator (17) only accounts for the second term. The resulting standard errors are too small, and Wald tests
based on them reject too often. This was noted by Yuan & Hayashi (2006), and is confirmed in our simulations.

2.6 Bootstrap standard errors

Yet another approach to estimation of the standard errors is based on resampling from the empirical distribu-
tion, i.e., the bootstrap (Efron 1979, Efron & Tibshirani 1994, Shao & Tu 1995). If the sample X1, . . . , XN is
obtained from distribution F , and the quantity of interest is the sample statistic TN = T (X1, . . . , XN ), then
the basic form of the bootstrap assesses variability of TN by considering the distribution of T (b)

∗ over possible
samples X(b)

∗1 , . . . X
(b)
∗N where for b-th sample, X(b)

∗i are sampled with replacement from the empirical distribu-
tion FN of the data X1, . . . , XN . In the exact bootstrap, all possible subsamples are considered. In practical
situations, this would be computationally infeasible, since the number of possible samples is combinatorially
large NN , and a sufficiently large number of subsamples B is taken instead. In large samples, the empirical
distribution FN will be “close” to the true distribution F , and thus samples from FN will provide the estimate
of the distribution of TN “close” to the true distribution. The rigorous theory of the bootstrap (Hall 1992, Shao
& Tu 1995) specifies what exactly “close” should mean in the above statements, as well as examples when the
bootstrap fails to give consistent answers (Canty, Davison, Hinkley & Ventura 2006).

The bootstrap estimate of the variance of the sample estimates is given by

vB(θ̂) =
1
B

B∑
b=1

(θ̂(b)
∗ − ¯̂

θ∗)2 (25)

where θ̂(b)
∗ is the estimate obtained from b-th bootstrap sample. The number of replications B is the tuning

parameter of the bootstrap procedure (Efron & Tibshirani 1994, Sec. 6.4). Since low values of B lead to large
Monte Carlo variability, or instability, of the standard errors (25), the typical values of B usually range from
100 to 1000.

In SEM applications, the bootstrap is generally used as the method (i) to assess sampling variability and
estimate the standard errors, especially for complex nonlinear functions of parameters (Bollen & Stine 1990),
and (ii) to obtain the distribution of test statistics correcting for non-normality (Bollen & Stine 1992).

We analyze the bootstrap standard errors in a limited range of simulation settings, as those are computa-
tionally intensive procedures, and exhaustive comparison with other methods is prohibitive.

2.7 Comparison of the standard errors

Let us summarize the above discussion of the standard errors. Table 1 gives the estimators of the standard
errors that are consistent for the given violations of the model assumptions. In the perfect situation of multi-
variate normal data and correct specification of the model structure, all types of standard errors provide correct
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Table 1: Variance estimators in distributionally and structurally misspecified models.

Distributional Structure specification
specification Correct Incorrect

Correct I, S-B, ES, EB, BSB I, ES, EB
Incorrect S-B, ES, EB, BSB ES, EB

Analytic standard errors: I, observed or expected information matrix;
S-B, Satorra-Bentler standard errors; ES, empirical sandwich.
Resampling standard errors: EB, empirical bootstrap;
BSB: Bollen-Stine bootstrap with rotation.

inference. However, as long as Satorra-Bentler asymptotic standard errors and Bollen & Stine (1992) bootstrap
assume that the structure of the model is correctly captured, they are inconsistent in the last column of the
table. Furthermore, if the distribution of the data exhibits excessive kurtosis (or, to be precise, the conditions
of asymptotic robustness of FIML (Satorra 1990, Satorra 1992) are not satisfied), the naı̈ve information matrix
based standard errors are inappropriate, and some form of the sandwich estimator is called for. The higher the
multivariate kurtosis, the higher the variability of sample moments, and hence the higher the variability of the
parameter estimates. Thus the naı̈ve information-matrix based standard errors will likely underestimate the true
variance.

It is yet unclear whether the empirical bootstrap or the sandwich standard errors would be preferable in a
given finite sample situation. While the bootstrap is often viewed as a finite-sample method, its justifications
are still asymptotic.

3 Tests of Negative Error Variances

In this section, we shall discuss various approaches to testing negative estimates of error variances. If the
estimation procedure results in a Heywood case with a negative variance θ̂k < 0, a natural test that researcher
may want to conduct will be to test whether that parameter is significantly different from zero:

H0 : θk = 0

H1 : θk 6= 0 (26)

As we show in Section 4, it is possible to have negative variances in population when the structural model
is not specified correctly. In terms of testing for model misspecification, (26) does not fully correspond to the
range of plausible values for correctly specified models. Thus the following setup might be of greater interest:

H0 : θk ≥ 0

H1 : θk < 0 (27)

If the null is rejected, then it is an indication that the model is structurally misspecified. Note that H0 here is a
necessary, but not a sufficient condition for correct model specification. That is, if H0 is rejected, then we have
solid evidence that the model is structurally misspecified. If H0 is true, then this is no guarantee of a correct
specification.

Testing (26) is usually straightforward with the existing software, while testing (27) will likely require some
additional effort. We discuss the options for both tests in the remainder of this section.
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3.1 Likelihood ratio tests

A test that is probably the most traditional in SEM field is the likelihood ratio (aka χ2-difference) test. If
the model is estimated with and without restrictions imposed by the null hypothesis, then the LRT statistic
T is twice the difference of the log-likelihoods (7), or N times the difference of the minimized values of the
objective function (8):

T = −2(l(θ̂0, Z)− l(θ̂1, Z)) = N
[
FFIML

(
Σ(θ1), S

)
− FFIML

(
Σ(θ0), S

)]
,

θ̂0 = arg max
θ∈Θ0

l(θ, Z), θ̂1 = arg max
θ∈Θ1∪Θ0

l(θ, Z) (28)

If the test is two-sided, as in (26), T has χ2 asymptotic distribution with degrees of freedom equal to the number
of parameters being tested.

For one-sided testing (27), the asymptotic distribution of the likelihood ratio test depends on the true value
of the parameter. Two cases need to be distinguished.

In the generic null situation when the true value of θk is strictly greater than zero, its (consistent) unrestricted
estimate θ̂k1 will also tend to be positive in large samples: Prob[θ̂k1 > 0] → 1 as N → ∞. If θ̂k1 > 0, the
estimates under the null and the alternative coincide, this giving T = 0.

In the special case, still under the null hypothesis, that θk = 0 (i.e., we have found a perfect indicator of
a latent variable, which is likely to be questionable at its face), according to the general results on constrained
estimation and one-sided likelihood ratio tests (Chernoff 1954, Perlman 1969, Shapiro 1985, Andrews 1999,
Andrews 2001), θ̂k1 will take positive and negative values approximately half of the time each. As mentioned
above, the positive values produce T = 0, while the negative values produce χ2

1 conditional distribution.
Overall, the asymptotic distribution is given by mixture

Prob[T ≤ c]→
{

0, c < 0,
1
2 + 1

2 Prob(χ2
1 < c), c ≥ 0

(29)

Note that this distribution will only work with a single parameter when all the model conditions are satisfied.
With non-normal data lacking asymptotic robustness, when Satorra-Bentler corrections (20) and/or (21) are
called for, no distribution that accounts for both the boundary condition and non-normality of the data has been
derived to date.

Of those two cases, the latter is more conservative, and that is what we shall be using in our simulations.
The scaling version Satorra-Bentler corrections (20) can also be implemented to test nested models (Satorra

& Bentler 2001). If T1 and T2 are the χ2 goodness of fit statistics for two nested models r1 and r2 are respective
degrees of freedom, and ĉ1 and ĉ2 are Satorra-Bentler scaling corrections, then Satorra-Bentler scaled difference
test can be computed as

T̄d =
T1 − T2

ĉd
, (30)

ĉd =
r1ĉ1 − r2ĉ2

r1 − r2
(31)

referred to χ2 with r1 − r2 degrees of freedom. Again, this test is relevant for two-sided situation (26).

3.2 Wald tests

Wald-type tests of the hypothesis H0 : θk = 0 vs. H1 : θk 6= 0 can be constructed as special cases of the
general linear hypothesis H0 : Cθ = c. If the estimates of θ are asymptotically normal, the Wald test statistic
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(Buse 1982, Amemiya 1985, Davidson & MacKinnon 1993, Ferguson 1996) is formed as a quadratic form
involving the parameters and restrictions of interest:

W = (Cθ̂ − c)T (CV̂[θ̂]CT )−1(Cθ̂ − c) (32)

that has an asymptotic χ2 distribution with the degrees of freedom equal to the effective number of hypotheses
tested (rank of C). Note that this result, unlike the likelihood ratio χ2, does not depend on normality of
underlying data, provided the estimator V̂[θ̂] is consistent. On the other hand, Wald tests are known to be
sensitive to alternative non-linear specifications (Lafontaine & White 1986, Phillips & Park 1988) and hence to
re-parameterization.

When we test a single linear hypothesis θk = 0, the test statistic boils down to

W =
θ̂k − θk0

s.e.[θ̂k]
=

θ̂k

s.e.[θ̂k]
(33)

and is printed by default in most software packages. In case of the model specification testing H0 : θk ≥ 0
vs. H1 : θk < 0, we are interested in one-sided tests of W in (33). That is, H0 will be rejected only for
θ̂k < zα < 0 where zα is α-th quantile of the standard normal distribution, Prob[z < zα] = α.

There are several possible estimators of the variance-covariance matrix of parameter estimates : observed or
expected information, Satorra-Bentler, empirical sandwich, the bootstrap estimators, the latter further divided
into empirical distribution bootstrap and Bollen-Stine bootstrap, and indexed by the number B of bootstrap
samples used. Each of those variance estimators will have a version of the Wald test associated with it, and
accuracy of the test (i.e., whether the nominal level of say 5% is achieved asymptotically and maintained)
depends on whether the variance estimator is consistent. The discussion of Table 1 applies directly. The
standard errors that are biased down will produce the confidence intervals that are too narrow, and inflated test
statistics that reject too often.

3.3 Signed root tests

As noted in discussion of expression (27), our interest lies in one-sided tests of Heywood cases. Unfortunately,
the likelihood ratio tests are unwieldy for such hypotheses leading to mixtures of χ2 (Shapiro 1985, Savalei &
Kolenikov 2008) for data with no excess multivariate kurtosis, and they don’t have any closed form distribution
when the asymptotic robustness conditions are not satisfied. However, there is a class of tests that ameliorates
some of those problems, known as signed root tests. For those tests, the square root of the likelihood ratio is
assigned the sign of the difference of the parameter estimate from its target:

r(θ0) = sign[θ̂ − θ0]
√
T (34)

to yield an asymptotically standard normal distribution of r(·). The theory of the signed root tests is given
by Barndorff-Nielsen & Cox (1994), and examples of the practical use in applications were given recently by
Andrews (2007).

By analogy, let us define the signed root of the scaled χ2 difference test (20)

rsc(θ0) = sign[θ̂ − θ0]
√
T̄d (35)

To the extent that the distribution of T̄d can be approximated by χ2
1, the distribution of rsc(·) can be approxi-

mated by the standard normal distribution.
Hence, the one-sided signed root tests of (27) reject H0 when r(θ0) < zα and rsc(θ0) < zα, respectively.
Note that signed root tests are only applicable to single parameter testing. To test several parameters,

multiple testing procedures such as Bonferroni corrections should be followed.
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3.4 The bootstrap approach

The bootstrap approach can be used in several different ways when conducting a test of a Heywood case (26).
In the simplest form, the bootstrap can provide an estimate of the variance-covariance matrix of parameter
estimates, and hence used in the Wald test (32). Second, the bootstrap confidence intervals (Efron & Tibshirani
1994, Hall 1992, Shao & Tu 1995) can be used, with the test of (26) based on whether or not the CI will cover
the value of interest (here, zero). Third, the bootstrap under the null hypothesis (Bollen & Stine 1992) can be
used to approximate the sampling distribution of T . To match the moment structure with the correct model,
Bollen & Stine (1992) sampled from the distribution of Σ

1
2 (θ̂)S−

1
2 zi, the rationale for the rotation being that

the transformed data satisfies the null hypothesis (6), and also has the multivariate kurtosis properties of the
original data. Then the bootstrap p-value is

p =
1
B

∑
b

1I
[
T > T

(b)
∗
]

where T (b)
∗ is the goodness of fit statistic obtained in b-th rotated bootstrap sample.

3.5 Comparison of the tests

We have several tests outlined: the LRT against an unrestricted alternative (26); the LRT against the restricted
alternative (27) that the variance is less than zero; the signed root of the LRT and T̄d; and Wald tests using
information matrix, Satorra-Bentler, empirical sandwich or the bootstrap standard errors. The tests can be
compared in terms of their power, provided that the size of the test is under control.

Typically, LRT performs better (attains its asymptotic level at lower sample sizes, and has greater power)
than Wald tests, although the two are asymptotically equivalent (Buse 1982, Barndorff-Nielsen & Cox 1994).
The performance of the different flavors of Wald test, as mentioned earlier, is determined by whether the
underlying standard errors are consistent, although in small samples, the biases of FIML estimates might also
distort the picture. To simultaneously look at the null and the alternative situations, we analyze the confidence
intervals associated with each type of the standard errors. If the 95% interval does not cover zero, the hypothesis
(26) is rejected, which is the correct decision for the models we shall consider. If the 95% confidence interval
does not cover the true population value, type I error is committed, and the error rate should be approaching the
nominal 5% as N →∞.

4 Simulation Study

Negative error variance in the population means that a model is structurally misspecified. However, negative
error variance also can occur due to sampling fluctuations when the true variance is close to zero, and sample
size is not very large. Which of the tests outlined in Section 3 would work best in detecting that an error vari-
ance is significantly different from zero? To gauge the performance of different tests, we conducted simulations
with the populations having Heywood cases in the misspecified model. For this to happen, we fit structurally
misspecified models to realistic covariance matrices. In practical situations, researchers never know whether
their models are true, and thus the possibility of structural misspecification is non-negligible. We design mis-
specifications severe enough to produce Heywood cases in the population. Other studies of negative variances
have relied on simulations where the negative variances are due to sampling fluctuations. Our simulations are
unique in that we design a study where a structural misspecification of a model creates a negative error variance
in the population.
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Figure 1: Population covariance structure with three variables: (a) data generating process, (b) fitted CFA
model; (c) fitted CFA model with restricted variance. Population unique variances are in 〈angular brackets〉.

The simulation design includes three models (a saturated one with 3 observed variables, lightly overiden-
tified with 4 observed variables, and heavily overidentified with 10 observed variables), two distributions 8,
(normal and heavy-tailed t(5)), a variety of sample sizes (from 50 to 5000), and a variety of variance estimators
outlined in the previous section.

We are interested in several inference outcomes, both in terms of the behavior under the null (keeping
the size of the test and coverage of the confidence intervals under control), and under the alternative (relative
powers of the tests that have the correct size). A large number of replications per each combination of settings
is required to estimate (small) probabilities of type I error. The use of the same data sets for estimation of
different types of standard errors can be viewed as a variance reduction technique (Skrondal 2000).

All variables were generated with means of zeroes, and the models were estimated in deviation scores,
so that the means and intercepts could be ignored. The simulations were performed in Stata SE statistical
software (Stata Corp. 2007) using the estimation package cfa1 for single factor confirmatory factor analysis
model estimation9. Stata’s internal maximum likelihood estimation routine ml yields the point estimates and
the estimated covariance of the parameter estimates using one of the observed information, outer product of
the gradients, and sandwich estimator (referred in Stata as “robust” estimator). The necessary gradients are
computed by Stata numerically, with a lot of attention given to computational accuracy. See Appendix A,
largely based on Gould, Pittblado & Sribney (2006), for details.

4.1 Three variables, saturated model

This example is designed to illustrate how using a false model might generate a Heywood case that is not
present in the true model. The true data generating process is that of simultaneous equations:

V[y1] = 1
y2 = 0.3y1 + ζ2, V[ζ2] = 1,
y3 = 0.55y1 + 0.8y2 + ζ3, V[ζ3] = 1,

Σ =

 1 0.3 0.79
0.3 1.09 1.037
0.79 1.037 2.264

 (36)

8 Another distribution, skew-normal (Azzalini & Valle 1996), was also used, with results essentially identical to those obtained for
the normal distribution, and not reported for brevity.

9 The maximum number of iterations in the simulations was set to 20 to avoid difficulties with non-converging samples. We believed
that 20 iterations would be a reasonable choice given that we take the population parameters as the starting values, and larger number
of iterations would be indicative of lack of identification, when the maximization procedure cannot converge. Typically, the defaults
in the software used in the field would be well into hundreds or thousands of iterations. We restricted the number of iterations only to
speed up the simulations.
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Suppose a researcher incorrectly believes that a confirmatory factor analysis (CFA) model

yk = λkξ + δk, k = 1, 2, 3 (37)

should be fitted to the data. To identify the scale of the latent variable, λ1 is set to 1. The model is exactly
identified, and using the population covariance matrix (36), the values of the parameters can be computed
analytically to yield the population values

λ2 = 1.313, λ3 = 3.457, φ11 = 0.229, θ1 = 0.771, θ2 = 0.696, θ3 = −0.467

The Heywood case is observed with the third variable that has measurement error “variance” of−0.467. FIML
estimates will be converging to those values in large samples, and hence the probability of observing a Heywood
case when CFA is fit to the data coming from (36) will approach 100% as N →∞.

The models are depicted on Fig. 1 using the path analysis conventions (Bollen 1989). The regression
coefficients are shown on the arrows, and the variances of the exogenous variables, factors and errors are
shown in angular brackets. Panel (a) shows the true model generating process. Panel (b) shows the population
parameters of the structurally misspecified CFA model. Panel (c) shows the parameters of the model fitted with
the variance of the last variable set to 0. The model is overidentified, and the objective function (8) cannot
be minimized to zero. The non-centrality parameter is the minimum of FFIML

(
Σ(θ),Σ

)
where Σ is the true

covariance matrix implied by the model of Fig. 1 (a), and Σ(θ) is the matrix implied by the restricted model of
Fig. 1 (c). Minimizing this FIML criterion, one obtains the parameters shown in Fig. 1 (c) and the non-centrality
value of F0 = 0.00861. The true distribution of the likelihood ratio test, given that the model is incorrect, is
approximated by the non-central χ2

1 with non-centrality NF0.
Suppose one is using the two-sided LRT (26) to test this model. For the 5% critical value of χ2

1,0.95 = 3.841
to be attained, one needs a sample size of about χ2

1,0.95/F0 = 3.841/0.00861 = 450 observations. In smaller
samples, there will not be enough power to reject the wrong model at least half of the time.

Sample sizes from 50 to 5000 were explored, with R = 2000 replications per setting. For each sample,
the estimation without and with the constraint V[δ3] = 0 was conducted using the population values of the
parameters in Fig. 1 as the starting points to speed up convergence. Table 2 gives the convergence rate, Heywood
case rate, and the bias of the error variance estimator when using the FIML estimator on the CFA model in
Figure 1 b. The results include variables generated from a multivariate normal distribution and a multivariate
Student distribution with 5 degrees of freedom. Emphasis in italics here and throughout is used to indicated
the findings that we believe to be a cause for concern. In this Table in particular, italics shows statistically
significant biases of parameter estimates.

Consider the samples from multivariate normal distributions first. The percentage of Monte Carlo samples
where convergence was achieved ranges from 90% to 99.9%. As expected, the convergence rate is lowest at the
smallest sample size (N = 50) and generally highest at the larger sample sizes. The percentage of Heywood
cases (negative variances) increases with sample size with the lowest percent (71%) at N = 50 and essentially
at 100% starting at N = 1000. We expect this since the population CFA model has a negative error variance
for the y3 variable due to the use of the structurally misspecified model.

We calculate the relative bias in Table 2 as

Rel. bias[θ̂k] =
1
R

∑R
i=1 θ̂

(r)
k − θk

θk
× 100% (38)

where θ(r)
k is the estimate of θk obtained in r-th simulated data set, and R is the number of Monte Carlo

replications. The (downward) biases are less than 5% for the error variances of y1 and y2 which are positive in
the population model in Figure 1 b. However, the percentage bias for the error variance in y3 is very large at
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Table 2: Proportion of Converged Cases, Heywood Case Rate and Relative Bias of the “Variance” Parameter
Estimates for Three Variable CFA with Multivariate Normal and Multivariate t(5).

Characteristic Sample sizes
50 100 200 500 1000 2000 5000

Multivariate normal
% Convergence 90.2% 96.8% 99.6% 99.9% 99.8% 98.3% 91.4%
% Heywood cases 71.3% 81.3% 90.6% 97.9% 99.8% 100% 100%
Relative bias, %
θ̂1 -3.9 -1.8 -1.3 -0.0 -0.2 -0.0 -0.1
θ̂2 -4.0 -1.8 -1.2 -0.0 -0.2 -0.2 -0.0
θ̂3 -95.4 -51.2 -19.9 -9.0 -2.8 -1.4 -0.3
Multivariate t(5)
% Convergence 80.3% 90.6% 96.0% 98.8% 99.7% 97.8% 90.2%
% Heywood cases 65.7% 72.3% 81.2% 92.1% 97.6% 99.3% 99.8%
Relative bias, %
θ̂1 -7.3 -3.9 -1.6 -0.3 -0.4 -0.4 -0.2
θ̂2 -8.4 -3.9 -0.7 0.2 -0.6 -0.2 0.0
θ̂3 -165 -94.8 -58.7 -25.2 -6.2 -5.1 -2.2

Emphasis in italics indicates bias statistically significant at 5% level.

the smaller sample sizes (-95.4% to -19.9% for n = 50 to n = 200). The biases roughly follow 1/n pattern, as
expected. The significance of bias was tested by using a z-test of

H0 : E[θ̂k,N ] = θk (39)

where the dependence of the distribution of θ̂k on the sample size N is shown with a subindex. In other words,
this is a z-test where the Monte Carlo replications are used as the data, and the RHS value for the parameter of
interest is taken from Fig. 1(b).

If we turn to the multivariate t-distribution with 5 degrees of freedom, we find a similar pattern except that
the results are somewhat worse. For instance, the proportion of converged cases is lower in the smaller sample
sizes and the clear evidence of Heywood cases takes larger sample sizes to show. In addition, the relative bias
percent is larger and for some parameters does not disappear even at N = 5000, although it keeps decreasing
in the absolute value. The explanation is in the excess kurtosis of this distribution which negatively affects both
the bias and the variance of the estimates.

The results regarding inference are reported in Tables 3 and 4. The first row of Table 3 gives the Monte
Carlo standard deviation of θ̂3 across the simulations. It ranges from a high of 0.95 to a low of 0.085, being
smaller in larger samples as would be expected. A key question is how well the three types of standard errors
estimate this empirical standard deviation. The three types of standard errors studied here are inverse observed
information matrix, the empirical sandwich estimator, and Satorra-Bentler estimator. For each of them, the
summaries include the means, medians, their stability index and coverage of the nominal 95% CIs. Stability of
a variance estimator is its MSE:

stability
[
v̂t(θ̂)

]
=
∑R

r=1(v̂1/2
tr [θ̂]− V[θ̂]1/2)2

V[θ̂]
(40)
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Table 3: Confirmatory Factor Analysis (Figure 1b), Simulation Results for Statistical Inference When the Data
Are Multivariate Normal.

Characteristic Sample sizes
50 100 200 500 1000 2000 5000

Heywood case: θ̂3 (population value θ3 = −0.4667)
MC s.d. 0.9477 0.7773 0.5221 0.3004 0.2057 0.1381 0.0849
Naı̈ve s.e.

Mean 1.0698 0.7680 0.5014 0.2952 0.2018 0.1401 0.0878
Median 0.7532 0.5814 0.4287 0.2755 0.1950 0.1385 0.0873
Stability 1.4002 0.6917 0.2946 0.0892 0.0388 0.0181 0.0071

Coverage 89.48% 91.66% 94.03% 95.35% 94.97% 95.68% 94.81%
Power 0.00% 0.31% 7.78% 53.7% 85.1% 99.2% 100%

Sandwich s.e.
Mean 1.2075 0.8104 0.5040 0.2951 0.2016 0.1399 0.0877
Median 0.7581 0.5814 0.4259 0.2754 0.1942 0.1380 0.0872
Stability 2.2317 0.8747 0.3477 0.0925 0.0404 0.0185 0.0082

Coverage 89.79% 91.06% 94.54% 95.20% 94.55% 95.59% 95.45%
Power 0.11% 0.36% 8.76% 53.8% 85.3% 99.3% 100%

S-B s.e.
Mean 1.1999 0.8081 0.5035 0.2951 0.2015 0.1398 0.0877
Median 0.7578 0.5814 0.4259 0.2754 0.1942 0.1380 0.0872
Stability 2.1096 0.8502 0.3403 0.0922 0.0403 0.0185 0.0077

Coverage 89.79% 91.07% 94.54% 95.15% 94.55% 95.59% 95.45%
Power 0.11% 0.41% 8.76% 53.8% 85.3% 99.3% 100%

Non-Heywood case: θ̂1 (population value θ1 = 0.7715)
MC s.d. 0.1634 0.1190 0.0839 0.0530 0.0379 0.0269 0.0166
Naı̈ve s.e.

Mean 0.1648 0.1190 0.0846 0.0540 0.0381 0.0270 0.0170
Median 0.1624 0.1179 0.0841 0.0539 0.0381 0.0270 0.0170
Stability 0.0474 0.0232 0.0118 0.0050 0.0024 0.0012 0.0014

Coverage 89.75% 92.80% 92.67% 95.40% 94.92% 94.46% 95.63%
Sandwich s.e.

Mean 0.1607 0.1172 0.0838 0.0539 0.0381 0.0269 0.0170
Median 0.1554 0.1152 0.0831 0.0537 0.0380 0.0269 0.0170
Stability 0.0667 0.0350 0.0185 0.0079 0.0039 0.0019 0.0017

Coverage 88.85% 92.28% 92.49% 95.10% 94.85% 94.42% 95.51%
S-B s.e.

Mean 0.1607 0.1171 0.0838 0.0539 0.0381 0.0269 0.0170
Median 0.1554 0.1152 0.0831 0.0537 0.0380 0.0269 0.0170
Stability 0.0665 0.0349 0.0184 0.0079 0.0039 0.0019 0.0017

Coverage 88.79% 92.28% 92.49% 95.10% 94.85% 94.42% 95.51%

Coverage: Monte Carlo coverage of the nominal asymptotic 95% CI based on normal quantiles. Stability: MSE of the
standard errors. Emphasis in italics indicates coverage below the nominal 95%. Power: Prob{reject H0 : θ3 = 0}

16



Table 4: Confirmatory Factor Analysis (Figure 1b), Simulation Results for Statistical Inference When the Data
Are Multivariate t(5).

Characteristic Sample sizes
50 100 200 500 1000 2000 5000

Heywood case: θ̂3 (population value θ3 = −0.4667)
MC s.d. 1.1327 0.9801 0.8127 0.5399 0.3039 0.2393 0.1530
Naı̈ve s.e.

Mean 0.9769 0.7321 0.5403 0.3189 0.2068 0.1433 0.0886
Median 0.6278 0.5224 0.4199 0.2724 0.1926 0.1374 0.0870
Stability 0.8692 0.4871 0.3587 0.2660 0.1479 0.1808 0.1865

Coverage 80.25% 82.33% 84.62% 85.59% 84.69% 79.97% 76.49%
Power 0.06% 1.60% 11.8% 51.3% 77.2% 93.6% 99.3%

Sandwich s.e.
Mean 1.4558 1.0963 0.8249 0.4873 0.3086 0.2257 0.1443
Median 0.7333 0.6527 0.5456 0.3821 0.2761 0.2026 0.1336
Stability 3.7408 2.1162 1.5692 0.7391 0.1847 0.2604 0.1149

Coverage 84.62% 88.09% 90.43% 93.30% 94.97% 94.77% 94.39%
Power 0.40% 0.59% 2.56% 18.9% 48.7% 79.2% 97.4%

S-B s.e.
Mean 1.4417 1.0903 0.8200 0.4866 0.3085 0.2256 0.1443
Median 0.7333 0.6526 0.5455 0.3820 0.2761 0.2026 0.1336
Stability 3.4798 2.0353 1.4697 0.7223 0.1842 0.2595 0.1147

Coverage 84.61% 88.09% 90.43% 93.30% 94.97% 94.77% 94.39%
Power 0.40% 0.59% 2.56% 18.9% 48.7% 79.2% 97.4%

Non-Heywood case: θ̂1 (population value θ1 = 0.7715)
MC s.d. 0.2243 0.1788 0.1336 0.0939 0.0640 0.0466 0.0320
Naı̈ve s.e.

Mean 0.1556 0.1153 0.0841 0.0539 0.0381 0.0269 0.0170
Median 0.1479 0.1114 0.0822 0.0531 0.0379 0.0268 0.0170
Stability 0.1366 0.1447 0.1471 0.1778 0.1684 0.1804 0.2132

Coverage 73.15% 75.59% 78.13% 75.88% 75.41% 74.71% 72.62%
Sandwich s.e.

Mean 0.1959 0.1610 0.1249 0.0863 0.0626 0.0458 0.0304
Median 0.1685 0.1406 0.1113 0.0780 0.0581 0.0425 0.0281
Stability 0.2986 0.2786 0.1673 0.1383 0.0971 0.0932 0.0849

Coverage 76.87% 84.31% 88.70% 91.19% 92.51% 93.39% 92.89%
S-B s.e.

Mean 0.1957 0.1610 0.1248 0.0863 0.0626 0.0458 0.0304
Median 0.1685 0.1406 0.1113 0.0779 0.0581 0.0425 0.0281
Stability 0.2956 0.2781 0.1668 0.1381 0.0971 0.0932 0.0848

Coverage 76.81% 84.31% 88.70% 91.19% 92.51% 93.39% 92.89%

Coverage: Monte Carlo coverage of the nominal asymptotic 95% CI based on normal quantiles. Stability: MSE of the
standard errors. Emphasis in italics indicates coverage below the nominal 95%. Power: Prob{rejectH0 : θ3 = 0}. Power
(italics): the size of the test might be compromised, the power comparisons may not be valid.
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where t indexes the different variance estimator types, vtr is the estimated variance reported in r-th Monte
Carlo replication, and V[θ̂] = 1/R

∑R
r=1(θ̂(r) − ¯̂

θ)2 is the Monte Carlo variance of the parameter estimate θ̂.
The coverage probability is the proportion of times the true θk is inside the reported CI θ̂(r) ± 1.96 · v̂1/2

tr [θ̂].
The event of covering a particular value by a nominal 95% confidence interval is equivalent to non-rejection of
a 5% Wald test, and in the following discussion we freely mix coverage and size of the Wald tests.

All these Monte Carlo summaries are reported for the Heywood case and for one of the variance parameters
θ which is positive in the population. In this Table, the entries in italics are those where the nominal coverage
was not achieved, and hence power comparisons are not applicable.

The estimated model is structurally misspecified as a confirmatory factor analysis which results in a negative
θ3 in the population. We would like our specification tests to reject the null reflecting the misspecification that
gives rise to the negative error variance.

All three standard error estimates perform well with normal data, with slight downward biases in small
samples, and with the coverage attaining the 95% level for the sample sizes around 200. The lack of coverage
in the smaller samples is likely attributable to bias identified in Table 2. The empirical sandwich and Satorra-
Bentler estimators are somewhat more variable in smaller size samples than the inverse observed information
estimator, as expected. The latter is the maximum likelihood estimator under proper specification of the distri-
bution. The model is saturated, so the sample covariance matrix, and hence the observed information matrix,
can be reproduced exactly, and estimating equations (14) is a system with t equations and t unknowns.

Accuracy of coverage should be assessed with Monte Carlo simulation error in mind. If the coverage of a
CI is indeed 95%, then with 2000 Monte Carlo replications, the number of intervals that fail to cover the true
parameter value is binomial with n = 2000 and p = 0.05, and the Monte Carlo standard deviation of coverage
is
√

0.95 · 0.05/2000 = 0.49%. Thus coverage between 94% and 96% should be considered insignificantly
different from the nominal 95%.

The last rows in each block of the standard errors show the probability of rejecting H0 : θ3 ≥ 0 vs. a
one-sided alternative H1 : θ3 < 0 at 95% nominal level when using the different types of standard errors. This
is the power of the 5% significance test. At sample sizes of 500 or more these tests have similar percentages
with over half the tests leading to rejection and hence detecting the structural misspecifications. Comparing
these tests to the LR test we find that the latter is more powerful, especially in the smaller samples.

The simulation results in Table 3 include variables generated from a multivariate normal distribution. Vari-
ables from distributions with excess multivariate kurtosis can lead to inaccurate standard errors (Browne 1984,
Satorra 1992). To explore this issue we used the same generating model and misspecified estimation model, but
generated variables from a multivariate t(5) distribution so as to create excess kurtosis leading to non-robust
inference. The other parameters in the model were kept the same. The multivariate t distribution was obtained
by sampling from the multivariate normal distribution (through the simultaneous equations regression model)
and dividing the resulting random data by

√
V5/3, V5 ∼ χ2

5 independent of the data. Note that this “difficult”
distribution is unfavorable for Satorra-Bentler standard errors, as the latter employ the estimate of the fourth
order moments of the data, which is not guaranteed to be consistent for this distribution.

As was shown in Table 2, changing the multivariate distribution to a heavy-tailed one reduces somewhat
the frequency of Heywood cases in the samples due to greater variability of the estimates, though 90% or more
of the samples exhibit this problem at N ’s of 500 or more. The empirical standard deviations of the estimated
parameters are greater for this generating distribution. The inverse observed information standard errors are
clearly biased down, and tests based on them have wrong size. Interestingly, the stability index (the MSE) of
the naı̈ve standard errors does not go down with sample size, and even increases somewhat, due to structural
misspecification. Both the sandwich and the Satorra-Bentler standard errors are biased down rather notably: the
empirical standard deviation corresponds to about 70-th percentile of the reported standard error distribution.
However they are consistent, as they keep reasonably close to the target. The confidence intervals based on
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Figure 2: Covariance structure with four variables: (a) data generating process, (b) fitted CFA model; (c) fitted
CFA model with restricted variance.

them slightly undercover. The two variance estimation methods show identical performance in all aspects.
As a conclusion for this model, it should be noted that proper testing of the Heywood case allows to

establish that the model is inappropriate even when the overall fit test is not available due to the model being
exactly identified. We are not aware of any other approaches to model fit testing in those situations.

4.2 Four variables, 2 d.f.s for goodness of fit test

The next population that was used in simulations is presented on Fig. 2. The model is somewhat similar to
the previous one, with an extra variable added. Figure 2a contains the true population model from which the
data were generated. Figure 2b and 2c are structurally misspecified models that are estimated as confirmatory
factor analysis models.

The unrestricted CFA model on Fig. 2 (b) has a non-centrality of 0.01175, and the restricted model of Fig. 2
(c), 0.01990. Thus the sample sizes at which the goodness of fit χ2 test will be rejecting the wrong model “often
enough” will be χ2

2,0.95/0.01175 = 5.991/0.01175 = 510 and χ2
3,0.95/0.01175 = 7.815/0.01990 = 393. We

would then expect that with sample sizes in the thousands the model will be rejected in majority of the Monte
Carlo samples, while with the sample sizes in low hundreds, the misfit will be detected in less than a half of
the samples. Note that this is the population-based argument, and the non-centrality is computed exactly (sans
numeric accuracy of the quasi-likelihood maximization), rather than estimated from data.

The simulation results are reported for different distributions in Tables 5–7. For each combination of the
data generating process parameters, 2000 Monte Carlo samples were taken. The reported statistics are based
on the cases where convergence was reported by the MLE maximization procedure.

Consider the results from Table 5 first. The fraction of samples where convergence was achieved is high
for variables from multivariate normal or multivariate t(5) regardless of the sample size. The smaller sample
sizes (n = 50, 100) have minor convergence issues and this small sample issue has a greater effect for the
multivariate t(5). The rate of Heywood cases rapidly increases from around 70% for n = 50 to 90% or more
for n = 500 or larger for both distributions with the rate higher for the variables from the normal distribution.

The relative bias (38) in estimating the negative variance is quite substantial for n of 200 or less with the
most extreme being n = 50 with -160% and -273% for the normal and t(5) distributions respectively. The
biases are considerably smaller, to the extent of being insignificant, for the larger samples of 500 or more. The
bias in estimates arising from t(5) distribution exceeds that of the normal. The biases are much smaller for the
error variances that are positive in the population. For variables from multivariate normal distributions they are
less than 5% for all sample sizes and only a little larger for the t(5) distribution at n = 50.

The next Table 6 indicate that in the multivariate normal case, the naı̈ve and sandwich s.e.’s coverage is
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Table 5: Proportion of Converged Cases, Heywood Case Rate, Relevant Bias Percent, and Parameter Confi-
dence Intervals for Four Variable CFA with Multivariate Normal and Multivariate t(5).

Characteristic Sample sizes
50 100 200 500 1000 2000 5000

Multivariate normal
% Convergence 95.3% 99.4% 99.95% 100% 100% 100% 99.7%
% Heywood cases 72.0% 80.2% 90.3% 97.6% 99.4% 100% 100%
Relative bias, %
θ̂1 -160 -46.4 -18.2 -4.5 -4.3 0.3 -0.7
θ̂2 -3.1 -1.4 -1.0 -0.3 -0.2 -0.1 0.0
θ̂3 -4.6 -2.2 -1.2 -0.6 -0.2 -0.3 0.0
θ̂4 -4.3 -2.3 -0.9 -0.8 -0.0 -0.1 -0.0
Multivariate t(5)
% Convergence 87.5% 95.1% 99.2% 99.9% 99.9% 100% 99.2%
% Heywood cases 68.2% 74.8% 82.4% 90.1% 95.7% 98.9% 99.9%
Relative bias, %
θ̂1 -273 -159 -52.2 -17.8 -9.0 -2.2 -1.2
θ̂2 -6.2 -2.6 -1.6 -0.3 -0.3 -0.1 -0.0
θ̂3 -10.9 -4.3 -1.6 -0.9 -0.7 -0.4 -0.2
θ̂4 -8.3 -4.9 -1.6 -1.1 -0.4 -0.4 -0.1

Emphasis in italics indicates bias statistically significant at 5% level.

accurate for most sample sizes with some slight undercoverage for N ≤ 100. In contrast, there is consistent
undercoverage across all sample sizes observed with the S-B s.e.s.

As the standard errors are decreasing with sample size, the power to reject θ1 = 0 increases to 1 even with
the most conservative sandwich standard errors. This shows usability of Wald test to check model specification.

Comparison of variability of the estimates of θ1 and θ3 also shows that the “regular” case is more “reliably”
estimated than the Heywood case. It is an interesting empirical phenomenon that an improper parameter is more
poorly estimated. The following partial explanation can be offered. While the observed or implied covariance
matrix may be positive definite, the covariance matrix of all the model variables, both observed and latent ones,
in the misspecified model will not be p.s.d., as it contains negative error variances. As the information matrix
of the model is related to that covariance matrix, it might be nearly singular, which results in high variances.
Apparently, this affects the misspecified parameters to a greater extent than other parameters. This is likely an
imperfect explanation, and further research into this phenomenon is called for.

Table 7 shows the results with the data generated from a multivariate t(5) distribution, and is similar in
layout to Table 6. All types of standard errors are clearly biased down which affects the coverage of the CI’s
based on them. (A more detailed comparison of different analytic and the bootstrap standard errors is given in
Section 4.3.) Finally, only the sandwich s.e. based coverage is close to the 95% level while the naı̈ve and the
S-B s.e. have coverage that is too low.

Power of the tests are compared in Table 8. The tests that are known to have problems with keeping the
right size are omitted. Among those, all the likelihood-based tests are not appropriate for heavy-tailed t(5)
distribution. Also, Satorra-Bentler standard errors appeared to produce the confidence intervals that are too
short in Table 7, and were also skipped. Finally, the emphasis is added to the tests and sample sizes that did
not attain the right size (see Section 4.4). Among the remaining tests, the most powerful are the one-sided tests
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Table 6: Confirmatory Factor Analysis (Figure 2b), Simulation Results for Statistical Inference When the Data
Are Multivariate Normal.

Characteristic Sample sizes
50 100 200 500 1000 2000 5000

Heywood case: θ̂1 (population value θ1 = −0.1951)
MC s.d. 0.5426 0.3562 0.2190 0.1205 0.0854 0.0576 0.0375
Naı̈ve s.e.
Mean 0.6106 0.3424 0.2055 0.1186 0.0825 0.0572 0.0361
Median 0.3282 0.2456 0.1771 0.1137 0.0805 0.0566 0.0360
Stability 2.7086 0.9214 0.2724 0.0624 0.0287 0.0129 0.0064

Coverage 89.53% 92.51% 94.15% 95.00% 94.71% 94.00% 94.18%
Power 0.37% 1.53% 13.01% 53.45% 85.74% 98.75% 100%

Sandwich s.e.
Mean 0.8283 0.3825 0.2253 0.1213 0.0842 0.0582 0.0368
Median 0.3556 0.2555 0.1815 0.1159 0.0822 0.0578 0.0367
Stability 14.2759 2.7075 5.7193 0.0679 0.0297 0.0142 0.0060

Coverage 90.17% 93.19% 94.6% 95.45% 94.81% 94.45% 94.75%
Power 0.62% 2.14% 11.65% 51.6% 84.84% 98.55% 100%

S-B s.e.
Mean 0.6420 0.3324 0.1984 0.1112 0.0775 0.0537 0.0340
Median 0.3005 0.2226 0.1636 0.1058 0.0755 0.0532 0.0339
Stability 4.0076 1.5522 1.6872 0.0653 0.0346 0.0166 0.0135

Coverage 86.54% 89.9% 92.65% 93.35% 92.72% 92.4% 92.7%
Power 1.09% 3.67% 18.4% 59.8% 88.1% 99.0% 100%

Non-Heywood case: θ̂3 (population value θ3 = 1.1086)
MC s.d. 0.2716 0.1906 0.1357 0.0853 0.0600 0.0414 0.0272
Naı̈ve s.e.
Mean 0.2681 0.1889 0.1329 0.0840 0.0594 0.0420 0.0266
Median 0.2574 0.1857 0.1322 0.0836 0.0594 0.0420 0.0266
Stability 0.0733 0.0276 0.0132 0.0051 0.0024 0.0014 0.0009

Coverage 91.20% 92.80% 95.45% 94.00% 94.64% 95.11% 94.28%
Sandwich s.e.
Mean 0.2768 0.1908 0.1337 0.0843 0.0597 0.0422 0.0267
Median 0.2558 0.1847 0.1312 0.0838 0.0596 0.0422 0.0267
Stability 0.1961 0.0498 0.0212 0.0074 0.0038 0.0022 0.0011

Coverage 90.68% 93.90% 93.6% 95.1% 94.16% 95.05% 94.35%
S-B s.e.
Mean 0.2392 0.1727 0.1236 0.0786 0.0559 0.0395 0.0251
Median 0.2295 0.1685 0.1215 0.0781 0.0557 0.0395 0.0251
Stability 0.0806 0.0410 0.0242 0.0124 0.0080 0.0037 0.0066

Coverage 87.58% 90.29% 91.65% 92.45% 92.72% 93.37% 93.05%

Coverage: Monte Carlo coverage of the nominal asymptotic 95% CI based on normal quantiles. Stability: MSE of the
standard errors. Emphasis in italics indicates coverage below the nominal 95%. Power: Prob{rejectH0 : θ3 = 0}. Power
(italics): the size of the test might be compromised, the power comparisons may not be valid.
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Table 7: Confirmatory Factor Analysis (Figure 2b), Simulation Results for Statistical Inference When the Data
Are Multivariate t(5).

Characteristic Sample sizes
50 100 200 500 1000 2000 5000

Heywood case: θ̂1 (population value θ1 = −0.1951)
MC s.d. 0.7370 0.5628 0.4072 0.2320 0.1463 0.0963 0.0609
Naı̈ve s.e.
Mean 0.5504 0.4211 0.2482 0.1319 0.0848 0.0581 0.0364
Median 0.2592 0.2344 0.1750 0.1143 0.0795 0.0560 0.0359
Stability 3.0842 1.5036 0.6876 0.3307 0.2178 0.1770 0.1686

Coverage 78.8% 83.37% 85.63% 84.14% 79.64% 79.05% 76.98%
Power 1.08% 4.04% 18.4% 52.8% 74.6% 92.3% 99.7%

Sandwich s.e.
Mean 1.1252 0.6660 0.3900 0.2071 0.1325 0.0928 0.0594
Median 0.3355 0.3090 0.2365 0.1632 0.1169 0.0856 0.0560
Stability 22.2733 6.8320 4.0582 1.7136 0.5334 0.2332 0.0936

Coverage 90.17% 93.19% 94.6% 95.45% 94.81% 94.45% 94.75%
Power 0.55% 1.42% 4.02% 22.4% 49.2% 75.6% 96.7%

S-B s.e.
Mean 0.7730 0.5378 0.3250 0.1809 0.1198 0.0846 0.0547
Median 0.2748 0.2645 0.2092 0.1458 0.1071 0.0782 0.0517
Stability 6.7448 3.6215 1.5943 0.7705 0.2984 0.1339 0.0756

Coverage 79.46% 85.65% 90.34% 91.85% 92.7% 93.13% 93.52%
Power 1.71% 2.25% 7.34% 31.8% 57.6% 80.9% 97.2%

Non-Heywood case: θ̂3 (population value θ3 = 1.1086)
MC s.d. 0.4119 0.2977 0.2293 0.1521 0.1045 0.0755 0.0474
Naı̈ve s.e.
Mean 0.2531 0.1889 0.1347 0.0846 0.0593 0.0420 0.0266
Median 0.2319 0.1783 0.1303 0.0832 0.0588 0.0417 0.0265
Stability 0.1804 0.1689 0.1718 0.2010 0.1896 0.2011 0.1963

Coverage 73.5% 76.7% 77.8% 74.2% 74.4% 73.5% 74.9%
Sandwich s.e.
Mean 0.3556 0.2736 0.2043 0.1347 0.0974 0.0713 0.0463
Median 0.2774 0.2286 0.1775 0.1222 0.0898 0.0657 0.0436
Stability 1.3698 0.4927 0.2547 0.1532 0.1393 0.0948 0.0584

Coverage 77.4% 86.8% 89.5% 90.8% 91.7% 93.5% 94.2%
S-B s.e.
Mean 0.2876 0.2314 0.1810 0.1228 0.0904 0.0665 0.0436
Median 0.2367 0.2004 0.1602 0.1115 0.0839 0.0617 0.0410
Stability 0.7463 0.2429 0.1826 0.1350 0.1061 0.0830 0.0582

Coverage 72.1% 81.4% 86.3% 87.2% 90.1% 91.8% 92.2%

Coverage: Monte Carlo coverage of the nominal asymptotic 95% CI based on normal quantiles. Stability: MSE of the
standard errors. Emphasis in italics indicates coverage below the nominal 95%. Power: Prob{rejectH0 : θ3 = 0}. Power
(italics): the size of the test might be compromised, the power comparisons may not be valid.
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Table 8: The power of various misspecification tests.
Characteristic Sample sizes

50 100 200 500 1000 2000 5000
Multivariate normal:

LRT[θ1 = 0] > χ2
1(0.95) 11.3% 15.2% 25.1% 52.1% 82.7% 97.6% 100%

LRT[θ1 ≥ 0] > χ2
01(0.95) 18.9% 24% 36.5% 65% 88.9% 99.0% 100%

Signed root r(θ1) 14.4% 24.8% 35.8% 64.3% 88.7% 99.1% 100%
Signed root rsc(θ1) 17.0% 26.1% 37.3% 64.2% 88.5% 99.1% 100%

Wald test, naı̈ve s.e.s 0.37% 1.53% 13.01% 53.45% 85.74% 98.75% 100%
Wald test, empirical sandwich 0.62% 2.14% 11.65% 51.6% 84.84% 98.55% 100%

Multivariate t(5):
Signed root rsc(θ1) 15.6% 21.7% 28.5% 45.7% 61.9% 82.6% 97.6%

Wald test, empirical sandwich 0.55% 1.42% 4.02% 22.4% 49.2% 75.6% 96.7%
Wald test, empirical bootstrap (B = 200) 2.48 13.76

All tests at 5% nominal asymptotic level. For the accuracy of the size of the test, see Table 11. Only tests with guaranteed
asymptotic sizes are compared. Emphasis in italics indicates the sample sizes at which the size of the test appears to be
compromised.

that concentrate the rejection regions in the domain of negative values of θ̂1, namely the one-sided LRT and
signed root tests. The power of Wald tests is the lowest across all the tests compared, even though those are
also one-sided. The χ2 two-sided difference tests occupied the middle ground in terms of the power.

4.3 Bootstrap standard errors

The previous analysis showed that the combination of the multivariate t distribution and structural misspeci-
fication was proven to be the most difficult to get good standard errors for. For a subset of sample sizes, the
bootstrap methods were also entertained for this distribution. As it is often expected that the bootstrap will
show better performance than analytic standard errors in finite samples, the moderate sample sizes of N = 200
and N = 500 were studied.

Section 3.4 discussed the two major types of the bootstrap procedures used in structural equation modeling:
the empirical bootstrap and Bollen & Stine (1992) bootstrap. The former uses the original distribution of the
data. The latter transforms the data to comply with the null hypothesis, and is more typically used to provide
the approximation to the distribution of the likelihood ratio T statistic corrected for the non-normality of the
data. For each type of the bootstrap scheme, the number of replications was B = 50 or B = 200. In each
bootstrap subsample, the starting values were taken to be the sample estimates, and the number of iterations
was limited to 15.

The Monte Carlo distributions of the standard errors are shown on Fig. 3. Some higher values were trun-
cated to make the figures more informative about the center of the distribution. For the sample size ofN = 200,
the fraction of samples where the standard errors exceeded 1 ranged from 0.4% (Bollen-Stein bootstrap) to 4.3%
(sandwich standard errors). For the sample size of N = 500, the fraction of samples where the standard errors
exceeded 0.5 ranged from 0.3% (information matrix standard errors) to 1.7% (empirical bootstrap standard
errors). The largest standard errors for the two sample sizes were 24.3 and 6.14, respectively, reported by the
empirical sandwich estimator.

We want to highlight several findings from those graphs. First, it appears that the bootstrap-based stan-
dard errors are better centered relative to the true variability of the estimates than other methods. The “true”
Monte-Carlo standard deviation of θ̂1 is around 60-th percentile of the empirical bootstrap distribution, while
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Table 9: Confirmatory Factor Analysis (Figure 2b), Simulation Results with the Bootstrap.

Characteristic θ̂1 θ̂3
N = 200 N = 500 N = 200 N = 500

Monte Carlo s.d. 0.3760 0.2095 0.2181 0.1440
Naı̈ve s.e.
Mean 0.2485 0.1262 0.1335 0.0841
Median 0.1723 0.1127 0.1302 0.0832
Stability 0.9015 0.2775 0.1651 0.1784

Coverage 84.63 84.6 78.05 76.24
Power 17.40 53.6

Sandwich s.e.
Mean 0.3694 0.1928 0.1997 0.1342
Median 0.2350 0.1614 0.1779 0.1221
Stability 3.6073 0.9698 0.2005 0.1243

Coverage 91.93 94.00 88.78 91.04
Power 4.55 23.20

Satorra-Bentler s.e.
Mean 0.3140 0.1711 0.1770 0.1229
Median 0.2047 0.1441 0.1588 0.1136
Stability 1.7234 0.3904 0.1648 0.1130

Coverage 88.82 92.08 85.49 87.28
Power 8.38 31.84

Empirical bootstrap, B = 50
Mean 0.3790 0.2056 0.1943 0.1304
Median 0.3060 0.1804 0.1769 0.1197
Stability 0.4019 0.2392 0.1472 0.1054

Coverage 93.92 94.00 88.96 89.68
Power 3.24 17.60

Empirical bootstrap, B = 200
Mean 0.3831 0.2093 0.1942 0.1322
Median 0.3249 0.1834 0.1766 0.1218
Stability 0.3614 0.2268 0.1339 0.0993

Coverage 94.37 94.72 88.64 90.48
Power 2.48 13.76

Bollen-Stine bootstrap, B = 50
Mean 0.2917 0.1918 0.1777 0.1256
Median 0.2570 0.1647 0.1624 0.1166
Stability 0.2347 0.2326 0.1292 0.1021

Coverage 89.68 92.64 85.85 88.16
Power 9.06 21.20

Bollen-Stine bootstrap, B = 200
Mean 0.2946 0.1940 0.1776 0.1259
Median 0.2586 0.1698 0.1625 0.1170
Stability 0.2249 0.2165 0.1280 0.0986

Coverage 90.90 93.12 85.31 88.40
Power 7.80 19.36

Emphasis in italics indicates coverage below the nominal 95% rendering power comparisons problematic.
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Table 10: The Monte Carlo standard deviation of θ̂1 as a percentile of the reported standard error distribution.
n Naı̈ve Sandwich Satorra-Bentler Empirical bootstrap Bollen-Stine bootstrap

B = 50 B = 200 B = 50 B = 200
200 88 76 82 60 58 75 75
500 94 74 81 63 61 69 68
The reported number is the percentile that the Monte Carlo standard deviation of θ̂3 occupies
in the Monte Carlo distribution for various types of reported standard errors.

with other methods, it is higher up towards 75-th or 80-th percentile, as shown in Table 10. In other words,
bootstrap shows less of downward bias compared to other methods. Thus in order of the difference from the
true variability, the variance estimation methods are ordered as follows: empirical bootstrap, Bollen-Stine boot-
strap, sandwich estimator, Satorra-Bentler and observed information. The last two are expected to be biased
down and inconsistent.

Another interesting and important finding is that increasing the number of replication from B = 50 to
B = 200 does not appear to improve the precision of the standard errors by very much. The curves for either
the empirical distribution or Bollen-Stine rotated distribution bootstraps for those two settings are quite similar
on both graphs.
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Figure 3: The Monte Carlo distribution of the standard errors. Top row: naı̈ve, Satorra-Bentler, empirical
sandwich, and empirical bootstrap standard errors withB = 200; bottom row: various versions of the bootstrap
standard errors. Left column: N = 200; right column: N = 500.
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Finally, there is a tendency, as N increases from 200 to 500, of the bootstrap curve to approach that of the
sandwich standard errors.

The numeric results from the bootstrap are given in Table 9 in the format comparable to that of Table 7.
Surprisingly, estimation of variability of θ̂3 proved more difficult. None of the methods gave the CIs of the
correct coverage. Both versions of empirical bootstrap attained 95% coverage for θ̂1. The only other estimator
with correct coverage was the empirical sandwich for the larger sample size N = 500. However, when the
better performing bootstrap standard errors are used for Wald tests, Table 8 shows that they in fact provide the
weakest of all tests in terms of power.

4.4 The size of the LR test

While the size of the Wald tests can be established by looking at whether the CIs cover the true value, the
size of the LR test should be investigated separately. Another simulation was undertaken to study the size of
the likelihood ratio test reported on line 3 of Tables 3–4. The data were generated according to the structural
model of Fig. 1 (c). Under this model, the factor analysis model is indeed correctly specified (in terms of model
structure), with y3 being an “ideal” indicator of ξ with no measurement error. The test is of the null (26) against
a two-sided alternative.

The results are presented in Table 11 for the correctly specified CFA structural model. The number of
Monte Carlo simulated samples is 2000 for each configuration. Both χ2 tests are performing well in the case
of multivariate normal data for sample sizes of N ≥ 200 achieving the appropriate size. The selected quantiles
of the empirical Monte Carlo distribution of the test statistics show good agreement with χ2

1 distribution. How-
ever, for multivariate t(5) distribution, only the scaled χ2 difference statistic T̄d shows the proper asymptotic
performance and conformance to the χ2

1 distribution when sample sizes are N ≥ 1000.
Behavior of the signed root tests is similar to that of the χ2 tests. In the normal case, both tests are showing

appropriate performance, with the signed root of the likelihood ratio achieving the desired sizes right away,
and the signed root of Satorra-Bentler scaled difference, for the sample sizes of N ≥ 200. In the t(5) case,
the signed root of the (quasi-)likelihood ratio does not perform well, as expected, while the signed root rsc(θ1)
needs sample sizes N ≥ 1000 to achieve the asymptotic behavior.

4.5 Ten variables, highly overidentified model

It might be argued that in situations where there are lots of degrees of freedom for the goodness of fit χ2 test, or
an appropriate non-normality corrected extension of it, the power of the goodness of fit test might get dissipated,
and a single degree of freedom Wald or LR test for a non-negative variance should have greater power.

To investigate this conjecture, we undertook analysis of the data generating model shown on Fig. 4, with the
(grossly misspecified) confirmatory one factor analysis model fit to it. This model has 10·(10+1)/2−10·2 = 35
degrees of freedom. To find “interesting” values of the parameters so that, on one hand, a Heywood case would
be observed, and, on the other hand, the non-centrality is small, so that the overall fit tests are not extremely
powerful, a small simulation study was performed, where the simulated parameter values were independently
sampled according to the following marginal distributions:

β65, β76, β85, β86, β95, β96, β97, β10,6, β10,7 ∼ i.i.d. N(0, 1),

β31, β42, β53, β63, β64, β74 ∼ i.i.d. exp(1).

All exogeneous variable and error term variances were set to 1. 8800 Monte Carlo parameter settings were
taken. The overall Heywood case rate was found to be 42%, which can be interpreted as reliability of (population-
level) Heywood cases as a measure of structural misspecification. Most of the Heywood cases were found with
the variables that had the greatest number of regression links, namely y6 and y9. Thus the Heywood cases
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Table 11: Selected quantiles of the test null distributions. Simulation results for statistical inference in CFA
model of Fig. 2c.

Sample size 50 100 200 500 1000 2000 5000 Asymptotic value
Multivariate normal
Heywood cases rate 51.1 50.7 49.7 53.6 49.9 50.7 50.3
5% rejection rates: LRT 6.68 5.66 5.35 4.75 5.45 4.50 4.90

Scaled T̄d 8.25 6.61 5.95 5.05 5.50 4.35 5.05
Signed root r(θ1) 5.62 5.71 5.45 5.85 5.70 5.60 5.25

Signed root rsc(θ1) 6.78 6.51 5.90 5.70 5.60 5.55 5.10
Percentiles of LRT: 50% 0.471 0.499 0.485 0.424 0.476 0.448 0.462 0.455

75% 1.410 1.393 1.398 1.320 1.454 1.404 1.367 1.323
90% 3.041 2.961 2.757 2.804 2.857 2.701 2.732 2.706
95% 4.204 4.113 4.015 3.769 4.009 3.691 3.806 3.841
99% 7.069 7.163 7.860 6.717 6.416 5.872 6.332 6.635

Percentiles of T̄d: 50% 0.522 0.524 0.475 0.428 0.484 0.444 0.460 0.455
75% 1.586 1.471 1.429 1.332 1.457 1.399 1.358 1.323
90% 3.438 3.176 2.858 2.810 2.888 2.690 2.708 2.706
95% 5.169 4.447 4.244 3.862 3.928 3.678 3.875 3.841
99% 9.728 7.580 7.898 6.832 6.469 5.842 6.344 6.635

Percentiles of r(θ1) 5% -1.692 -1.755 -1.693 -1.738 -1.719 -1.702 -1.658 -1.645
10% -1.295 -1.346 -1.310 -1.324 -1.314 -1.363 -1.330 -1.282

Percentiles of rsc(θ1) 5% -1.822 -1.782 -1.735 -1.697 -1.706 -1.711 -1.646 -1.645
10% -1.384 -1.405 -1.352 -1.335 -1.318 -1.370 -1.330 -1.282

Multivariate t
Heywood cases rate 48.7 52.0 52.3 51.8 51.6 49.5 49.8
5% rejection rates: LRT 16.0 16.3 18.6 20.1 20.0 21.7 21.9

Scaled T̄d 10.0 7.5 6.2 6.0 5.1 5.2 4.4
Signed root r(θ1) 11.2 11.6 13.7 14.4 14.8 13.9 15.1

Signed root rsc(θ1) 9.52 6.60 7.42 6.40 5.15 5.85 5.45
Percentiles of LRT: 50% 0.866 0.834 0.988 0.991 1.063 1.029 1.184 0.455

75% 2.533 2.583 2.816 3.145 3.158 3.267 3.346 1.323
90% 5.089 5.222 5.835 6.781 6.223 6.915 6.825 2.706
95% 7.145 7.427 8.383 9.679 9.975 10.021 9.414 3.841
99% 11.153 12.097 15.042 17.596 17.682 19.162 18.950 6.635

Percentiles of T̄d: 50% 0.654 0.570 0.583 0.515 0.530 0.470 0.499 0.455
75% 1.903 1.588 1.554 1.475 1.440 1.366 1.363 1.323
90% 3.875 3.201 3.023 3.019 2.705 2.796 2.716 2.706
95% 5.733 4.773 4.358 4.223 3.859 3.896 3.696 3.841
99% 13.039 11.489 7.847 7.671 6.194 6.837 6.195 6.635

Percentiles of r(θ1) 5% -2.176 -2.192 -2.357 -2.545 -2.506 -2.627 -2.617 -1.645
10% -1.719 -1.742 -1.948 -1.961 -1.971 -2.017 -2.008 -1.282

Percentiles of rsc(θ1) 5% -2.060 -1.874 -1.815 -1.801 -1.659 -1.718 -1.687 -1.645
10% -1.608 -1.396 -1.486 -1.414 -1.349 -1.318 -1.322 -1.282

Normal distribution, CFA model of Fig. 1 (c) with properly specified structure and the error variance of δ3 set to zero.
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would not only be indicative of model misspecification, but would also be likely to point the variables that are
the most difficult to model.

The smallest non-centrality that was produced in this simulation was 0.928, which means that the overall
goodness of fit χ2 test in the normal case will have a power of about 50% at the sample size of χ2

35,0.95/0.928 =
49.8/0.928 = 53.7, thus dominating all other tests for Heywood cases studied above.

The simulation results for this model were qualitatively similar to those for the four variable overidentified
model. The estimates converge to their population values, although the convergence is slower for heavy-tailed
distributions. The biases were rather small, and the Heywood case was not as wildly different in terms of bias
from other parameter estimates as in smaller models. It was also unique in having a positive bias. All standard
errors were biased down, but the sandwich standard errors were the only consistent ones, with the true sampling
variability being registered between 75-th and 85-th percentiles of their Monte Carlo distributions, similarly to
the results for the standard errors reported in the previous section. For some parameters, the nominal coverage
was only attained at the highest sample size of N = 5000. A limited bootstrap simulation showed that the
bootstrap from empirical (unrotated) distribution also provided consistent standard errors.

5 Empirical example

The previous section presented results of simulated data where we knew the correct and misspecified models.
In this section we illustrate the use of our tests with real empirical data with a negative error variance emerges.
The example is taken from Bollen (1993), where the details on the data sources and the rationale for the model
are provided. The variables used in the analysis are given in Table 12, and the path diagram, in Fig. 5

Table 13 reports the estimation results with several variance estimators considered in the paper. Since
the test of overall model fit did not reject, all types of standard errors except for the normal theory observed
information matrix ones can be considered applicable. The naı̈ve standard errors will be expected to be biased
since the data are ordinal and severely non-normal (the p-values of Mardia multivariate skewness and kurtosis
are 0.000 and 0.003, respectively).

Our particular interest lies in Wald tests for Heywood cases given in the last line of the table. We see
that different estimators and tests give a very similar picture, none of them rejecting the null of a non-negative
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Figure 4: Data generating model, 10 variables.
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Table 12: Variables in cross-national liberal democracy example of Bollen (1993).
Variable Factor 1: Factor 2: Factor 3: Factor 4: Factor 5 :

political democratic Sussman Gastil Banks
liberalization rule method method method

Party formation λ11 = 1 λ15

Broadcast media λ21 λ23 = 1
Printed media λ31 λ33

Civil liberties λ41 λ41 = 1
Legislative efficiency λ52 = 1 λ55 = 1
Political rights λ62 λ64

Competitive nomination λ72 λ75

Effective selection λ82 λ85

Polytical
liberties

Party
formation

Broadcast
media

Printed
media

Civil
liberties

Democratic
rule

Legislative
efficiency

Political
rights

Competitive
nomination

Efficient
selection

Sussman Gastil Banks

Figure 5: Factor analysis model of cross-national liberal democracy.

29



Table 13: Heywood case in liberal democracy factor analysis of Bollen (1993).
Point estimate Variance estimation/inference method

Normal theory Satorra-Bentler Empirical Bollen-Stine Empirical
observed info sandwich bootstrap bootstrap

Political liberalization factor
λ11 1.0000 . . . . .
λ21 0.8605 0.0592 0.0654 0.0599 0.0634 0.0613
λ31 0.9250 0.0616 0.0579 0.0599 0.0556 0.0507
λ41 0.7188 0.0432 0.0434 0.0470 0.0424 0.0436
Democratic rule factor
λ52 1.0000 . . . . .
λ62 1.0780 0.0598 0.0659 0.0583 0.0586 0.0562
λ72 0.9394 0.0501 0.0597 0.0438 0.0484 0.0477
λ82 0.4380 0.0838 0.0780 0.0742 0.0723 0.0692
Sussman method factor
λ23 1.0000 . . . . .
λ33 1.1912 0.2271 0.2314 0.2872 0.4060 0.3884
Gastil method factor
λ44 1.0000 . . . . .
λ64 0.6328 0.1573 0.1780 0.1985 0.1770 0.1665
Banks method factor
λ15 -0.1836 0.3875 0.6227 0.4410 0.6227 0.4802
λ55 1.0000 . . . . .
λ75 2.7110 0.7401 0.7441 0.8689 1.0454 0.8772
λ85 1.9365 0.5309 0.6182 0.5597 0.7356 0.6056
Factor variances and covariances
φ11 16.0299 2.1239 1.3829 1.4558 1.4773 1.4392
φ22 10.4852 1.4833 1.1202 1.1008 1.0996 1.1747
φ12 12.8593 1.6150 1.1130 1.0588 1.1053 1.1916
φ33 2.5688 0.8175 1.1112 1.0390 1.0048 1.0458
φ44 1.4325 0.4455 0.4740 0.5171 0.5146 0.5090
φ55 0.6788 0.3843 0.4804 0.4381 0.3998 0.4528
φ34 1.4721 0.4716 0.6606 0.5905 0.5517 0.5704
φ35 -0.2802 0.2143 0.3093 0.3102 0.1990 0.3006
φ45 -0.3428 0.1818 0.2509 0.2272 0.1569 0.2431
Measurement error variances
θ1 2.0940 0.6098 0.8900 1.0465 0.7750 0.8581
θ2 3.0922 0.5004 0.4885 0.5152 0.5156 0.5092
θ3 1.5723 0.5489 0.5140 0.5768 0.7053 0.7274
θ4 0.6068 0.1935 0.1927 0.2135 0.3414 0.3151
θ5 1.5788 0.2788 0.2680 0.3211 0.3042 0.3113
θ6 0.2689 0.2152 0.3683 0.2592 0.1999 0.2404
θ7 -0.4186 1.0740 0.8945 1.2389 1.2210 1.3313
θ8 8.4993 1.1334 1.0681 1.2024 1.0679 1.0949
Goodness of fit χ2(8) = 9.21 χ2(7.4) = 8.19
p-value 0.33 0.36 0.33 0.38
# bootstrap samples, converged/total

258/300 230/300
Heywood case Wald test H0 : θ7 ≥ 0, p-value

0.35 0.32 0.37 0.37 0.38
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error variance. Interestingly, the overall tests, T in the normal case and Tadj in the case of Satorra-Bentler
adjustments, gave p-values similar to those of the local tests for the particular parameter, which we believe is
simply a coincidence for this data set.

The signed root of the likelihood ratio was −0.606, and the signed root of the Satorra & Bentler (2001)
scaled T statistic was −0.609, both giving one-sided p-value of 0.27. This type of test is known to have greater
power, and thus it is not surprising that p-values are somewhat smaller that those of Wald tests.

According to the general asymptotic robustness theory (Satorra 1990), if the model is specified correctly
and the error terms are independent of factors, all factor loadings are efficiently estimated with the inverse of
the information matrix providing appropriate standard errors, while variances and covariances of non-normal
errors will not be handled properly with the normal theory methods. There is some support to this effect in
Table 13. While the standard errors for λ’s do not differ by more than 10% between methods, the standard
errors for the factor variances and covariances can differ by some 50% (e.g., estimates of the standard error of
φ11, which are smaller for the distribution free standard errors, or those of φ35, θ1 and θ4 which are larger for
kurtosis-correcting standard errors).

6 Discussion

A primary purpose of the paper was to determine the best tests of whether a negative error variance is statisti-
cally significantly different from zero. We have proposed a new look on Heywood cases by giving examples
of populations where Heywood cases arise due to misspecificaton of the model structure. With population
covariance matrices generated by a different model, the assumed model target parameters can be obtained by
minimizing the FIML criterion. If any of the formal estimates thus derived would show negative values for
the parameters interpreted as variances in the assumed model, any consistent estimator would then be bound to
produce Heywood cases for large enough samples.

A “typical” Heywood case arising because of structural misspecification leads to relatively poor identifica-
tion of that parameter which may lead convergence issues. The parameter estimates in the Heywood case were
found to be heavily biased down in some settings, with biases of the order of hundred per cent at the sample
size of 50. The bias reduces to less than 10% only with the sample sizes in the thousands range. The Heywood
case appears to act as a “dumping ground” for the misspecification and the misfit of the model.

However, such structural misspecification can be detected by Wald and/or LR tests of significant difference
of the estimated variance from zero, provided consistent estimates of the standard errors are used. The likeli-
hood ratio tests have greater power, especially when they take into account the one-sided nature of the problem.
The Wald test, on the other hand, might be more robust as it only requires consistent estimation of the standard
errors, while the likelihood ratio test also needs the assumption of no excess kurtosis. The kurtosis corrected
scaled difference test combines both the power of the likelihood ratio test and relaxation of the distributional
assumptions.

The Satorra-Bentler standard errors were found to be biased down whenever the structure of the model was
misspecified, and σ∗ 6= 0 in (16). This was observed even when the data were multivariate normal. The exactly
identified model with 3 observed variables is an exception, as in this case σ∗ ≡ 0, and Satorra-Bentler standard
errors appear to be equivalent to the empirical sandwich estimator. As the misspecification in other models is
substantial (CFA model instead of a recursive regression model), it is not possible to “locate” misspecification
within specific parts of the model, so it is very likely that the reported Satorra-Bentler standard errors are
incorrect for all of the parameters estimated. The bias is not always very large, but neither is the non-centrality
of the models entertained, and thus the difference of σ∗ from zero.

In the meantime, the empirical sandwich estimator based on the estimating equations only, and hence mak-
ing no assumptions of the correct structural model specification, has shown appropriate asymptotic behavior
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with less bias in standard errors, and faster convergence of the coverage probabilities. It is thus our preferred
variance estimator in working with misspecified models, as shown earlier in Table 1. If the assumption of no
excess kurtosis is met, the naı̈ve estimator, the inverse of either the observed or expected information matrix,
seems to be working fine in both exactly identified and overidentified models. It is the maximum likelihood
estimator for the case of correctly specified models, but it also seems to be performing well under structural
misspecification. If the structure of the model is specified correctly, then Satorra-Bentler standard errors are
consistent for both normal and non-normal data. However, when both forms of misspecification are present,
only the empirical sandwich and the empirical bootstrap estimators provide asymptotically correct inference.
While the sample size of 200 is often conjectured to be sufficient for the usual asymptotic results to be usable,
our simulations show that the sample sizes might need to be around 1000 for the empirical sandwich to give
accurate coverage in misspecified models with excess kurtosis. We cannot provide strong arguments for or
against Bollen-Stine estimators due to limited simulation evidence: while we are pretty sure that the empirical
sandwich and the empirical bootstrap are equivalent to one another, and thus one will be applicable whenever
the other applies, the results on Bollen-Stine bootstrap are mixed.

Studying the properties of the proposed sandwich estimator and improving its finite sample performance
will be the next important area of research. The performance of this estimator has been studied extensively in
the context of heteroskedastic regression models (Eicker 1967, White 1980, Carroll et al. 1998, Kauermann &
Carroll 2001, Bera, Suprayitno & Premaratne 2002, Hardin 2003) where small sample biases have been estab-
lished both analytically and by simulation. This literature relies on the special linear structures and unbiased
estimation of the residual variance, which is unlikely to be directly generalizable to SEM.

Other options to obtain standard errors include resampling methods such as the bootstrap or the jackknife.
Yuan & Hayashi (2006) compare different versions of the sandwich estimator, including the empirical sandwich
estimator and the Satorra-Bentler standard errors, vis-a-vis the bootstrap standard errors, with the bootstrap
samples taken from both the empirical distribution of the data, and from the distribution augmented for the null
hypothesis (Bollen & Stine 1992). They identified the pairs of estimators close to one another: the empirical
distribution based ones (the empirical sandwich and the bootstrap using the distribution of the data), and the
fitted model based ones (Satorra-Bentler standard errors and Bollen-Stine bootstrap). They concluded that only
the empirical distribution based estimators are consistent when both the structural model and the distribution of
the data are incorrectly specified. This is in full agreement with our results.

We have also proposed a new type of tests based on signed root of the likelihood ratio χ2 difference tests or
Satorra & Bentler (2001) scaled difference tests. The proposed signed root tests have demonstrated excellent
performance. They were achieving asymptotic normality with sample sizes as low as N = 50 in the normal
case, although in more difficult multivariate Student scenario the sample sizes needed were closer toN = 1000.
The signed root tests were found to be the most powerful across all the tests studied. Hence, their use in applied
work is strongly recommended.

Applying tests that are robust to both distributional and structural misspecification will enable researchers
to determine whether a negative error variance is the result of a structural misspecification in the model. Our
preferred test is the signed root of the scaled difference test followed by Wald tests based on empirical bootstrap,
and empirical sandwich. Other tests make use of either distributional (likelihood ratio, signed root of the
likelihood ratio, Wald test based on observed or expected information standard errors) or structural (Satorra-
Bentler standard errors) assumptions that might be questionable. Their application have to rely on verifying
those assumptions in a particular data set and the model an applied researcher deals with.

Another way to approach Heywood cases (advocated recently by Stoel et al. (2006) and adopted, for ex-
ample, in EQS (Bentler & Wu 1995) structural equation modeling software) is that all the variances must be
non-negative. For the purposes of detecting the structural misspecification, this approach is not ideal. A gross
misspecification may lead to “variance” parameters that are indeed negative in the population, and thus re-
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stricting the variances to be non-negative leads to the loss of important message on the model misspecification.
Savalei & Kolenikov (2008) showed that the tests based on the restricted alternative have no power to detect
such misspecification, as the effects of the boundary and misfit cannot be separated in a single fit statistic.

As with any simulation studies, the extent to which our findings can be generalized to other models is
unclear. One particular limitation is that because of the gross nature of misspecification studied in this paper,
the misspecification is “discrete” in the sense that there are no models with degree of misspecification and
non-centrality in between the true model and the fitted model. Other frameworks, such as the one used by Chen
et al. (2001) and Bollen, Kirby, Curran, Paxton & Chen (2007) with milder and continuously varying degree
of misspecification can be used to further study some of the issues raised in the current paper. We also did not
study other types of Heywood cases, such as those of factor variances below zero and correlations greater than
one.
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Appendices

A Numeric maximization, derivatives, and the sandwich estimator

This appendix provides basic information about numeric likelihood maximization procedures, the numeric
derivatives that are obtained as a part of that procedure, and combining those derivatives into the sandwich
estimator. Exposition is based on Gould et al. (2006), using their notation, and is oriented at implementation in
Stata software (Stata Corp. 2007).

While analytic derivatives tend to lead to faster and more accurate algorithms, the numeric derivatives are
very general and require no derivations and specialized coding, and they are easier to generalize for other
estimation problems, such as complex survey designs (Muthén & Satorra 1995). This approach is closer in
spirit to GLLAMM estimation procedures (Rabe-Hesketh et al. 2004, Skrondal & Rabe-Hesketh 2004, Rabe-
Hesketh & Skrondal 2005) than to traditional LISREL-type algorithms relying on manipulation of the moment
matrices. Both approaches use (24) (or equivalently (10a) and (10b) of Yuan & Hayashi (2006)), but provide
different implementations of the resulting estimators. Yuan & Hayashi (2006) take this estimator as a starting
point, and further pursue the necessary first and second derivatives of the likelihood to obtain explicit matrix
expressions that would involve the estimated parameters and their functions (such as implied moment matrices
and their derivatives), as well as the third and the fourth moments of the data.
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The usual preference for analytical computations may not always be warranted. For larger models, com-
putations of the fourth order moments matrix in either Satorra-Bentler or Yuan-Hayashi estimators will require
O(np4) operations, with additional slow element-by-element operations for the derivatives of the moment con-
ditions. while computations of the matrices Â, B̂ in the empirical version of the sandwich estimator will require
O(nt2) operations where t is the number of parameters to be estimated. If the number of parameters is roughly
proportional to the number of observed variables (and in most SEMs, each observed variable would require at
least one loading and the variance parameter), the analytical derivatives might take longer to compute.

Suppose the sample observations Xi are i.i.d. coming from distribution f(x, θ) where f(·) is the density
(or, in some discrete problems, the probability density function). Then the maximum likelihood estimation
problem consists of finding the solution of

ln l(θ,X) =
n∑
i=1

ln f(xi, θ)→ max
θ

(41)

The typical SEM example combines assumptions about the model structure to obtain the parameterized mean
and covariance matrices as in (5) with the assumption of multivariate normality to obtain the likelihood. In the
common situation that the above problem cannot be solved analytically, an iterative maximization algorithm
has to be set up. The most popular class of algorithms are those based on Newton-Raphson iterations:

1. Start with the initial values of θ1, obtained from a random search, another estimation routine, supplied
by user, etc.

2. Compute the derivatives of the objective function:

g(θ) =
∂

∂θ
ln l(θ,X)

H(θ) =
∂2

∂θ ∂θ′
ln l(θ,X) (42)

3. Determine the direction of the next step d = −
[
H(θk)

]−1
g(θk)

4. Compute the next iteration
θk+1 = θk + hkd (43)

where the step size hk is chosen to make an improvement of the objective function along direction d.

5. Check convergence criteria (usually of the form ‖g(θk)‖ < ε for some small ε ∼ 10−6); if satisfied, stop;
if not, return to step 2.

The above algorithm needs the first and second derivatives, g(θk) and H(θk). If those are not available
from the likelihood program, Stata can compute them numerically. The derivatives are approximated as

f ′(z) ≈ f(z + d
2)− f(z − d

2)
d

,

f ′′(z) ≈ f(z + d)− f(z) + f(z − d)− f(z)
d2

, (44)

(45)

where the step size d is computed so that f(z) and f(z ± d) differ in about half their digits. Thus if f , the
log-likelihood function, is computed in double arithmetics with 16 digits, the differences in both numerators
will be computed with accuracy of 8 digits.
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There is a number of additional smart features of Stata’s likelihood maximizer. If matrixH(θk) is deemed
non-invertible, it uses the steepest ascent algorithm where the update is performed as

θk+1 = θk − hkg(θk) (46)

It can take a compromise between the two algorithms by scaling the diagonal elements of H(θk) to make it
invertible, and it can take a spectral decomposition of H(θk) to identify the subspaces where the (projection
of the) likelihood is convex, and thus Newton-Raphson steps can be taken, and the orthogonal subspace where
the (projection of the) likelihood is flat, and steepest ascent needs to be performed. Other variations of the
maximizer are choices between several options of avoiding direct computation of the H(θk) matrix: BHHH
algorithm (Berndt, Hall, Hall & Hausman 1974) that replaces H(θk) by −g(θk)g(θk)′; and DFP and BFGS
algorithms that build up improved approximations toH(θk) (Fletcher 1980).

It is easy to see that the above algorithms provide all the building blocks for the sandwich estimator (24).
If the observation-level contributions to those matrices

gi(θ) =
∂

∂θ
ln l(θ, xi)

H i(θ) =
∂2

∂θ ∂θ′
ln l(θ, xi)

are provided analytically or computed numerically, then the components of the sandwich estimator are obtained
as

Â =
1
n

n∑
i=1

H i(θ̂),

B̂ =
1
n

n∑
i=1

gi(θ̂)gi(θ̂)′ (47)

It is also automatically available with Stata’s robust option, implemented through the lower level robust

command that delivers the computations in (47). The simplicity of implementation allows relatively straight-
forward extensions to more complicated situations of clustered data and data coming from complex surveys.
In those situations, the summations needs to be taken over clusters, or PSUs, and the individual observations
might need to be weighted according to sampling weights.
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